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1.1 The Erlang 1/O-protocol

1 STDLIB User's Guide

The Erlang standard library STDLIB.

1.1 The Erlang I/O-protocol

The 1/O-protocol in Erlang specifiesaway for aclient to communicatewith anio_server and viceversa. Theio_server
isaprocess handling the requests and that performsthe requested task oni.e. adevice. The client isany Erlang process
wishing to read or write data from/to the device.

The common I/O-protocol has been present in OTP since the beginning, but has been fairly undocumented and has al so
somewhat evolved over the years. In an addendum to Robert Virdings rationale the original |/O-protocol is described.
This document describes the current 1/O-protocol.

The original 1/O-protocol was simple and flexible. Demands for spacial and execution time efficiency has triggered
extensions to the protocol over the years, making the protocol larger and somewhat less easy to implement than the
original. It can certainly be argumented that the current protocol is to complex, but this text describes how it looks
today, not how it should have looked.

The basic ideas from the original protocol still holds. The io_server and client communicate with one single, rather
simplistic protocol and no server stateis ever present in the client. Any io_server can be used together with any client
code and client code need not be aware of the actual device theio_server communicates with.

1.1.1 Protocol basics

As described in Roberts paper, servers and clients communicate using io_request/io_reply tuples as follows:
{io_request, From, ReplyAs, Request}

{io_reply, ReplyAs, Reply}

The client sends an io_request to the io_server and the server eventually sends a corresponding reply.

* Fromisthe pid() of the client, the process which theio_server sends the reply to.

*  ReplyAs can be any datum and is simply returned in the corresponding io_reply. The io-module in the Erlang
standard library simply usesthe pid() of theio_server as the ReplyAs datum, but a more complicated client
could have severa outstanding io-requests to the same server and would then usei.e. areference() or something
else to differentiate among the incoming io_reply's. The ReplyAs element should be considered opague by
theio_server. Note that the pid() of the server is not explicitly present intheio_reply. The reply can be sent
from any process, not necessarily the actual io_server. The ReplyAs element is the only thing that connects one
io_request withanio_reply.

* Reguest and Reply are described below.

When anio_server receives an io_request, it acts upon the actual Request part and eventually sends an io_reply with
the corresponding Reply part.

1.1.2 Output requests

To output characters on a device, the following Reguests exist:

{put_chars, Encoding, Characters}
{put_chars, Encoding, Module, Function, Args}
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e Encoding is either 'latin1' or 'unicode’, meaning that the characters are (in case of binaries) encoded as either
UTF-8 or iso-latin-1 (pure bytes). A well behaved io_server should also return error if list elements contain
integers > 255 when the Encoding is set to latinl. Note that this does not in any way tell how characters should
be put on the actual device or how theio_server should handle them. Different io_servers may handle the
characters however they want, this simply tellstheio_server which format the data is expected to have. In the
M odul e/Function/argument case, the Encoding tells which format the designated function produces. Note that
byte-oriented datais simplest sent using latinl Encoding

» Characters are the data to be put on the device. If encoding islatini, thisisaniolist(). If encoding is unicode,
thisis an Erlang standard mixed unicode list (oneinteger in alist per character, charactersin binaries
represented as UTF-8).

e Module, Function, Args denotes a function which will be called to produce the data (likeio_lib:format), Args
isalist of arguments to the function. The function should produce data in the given Encoding. Theio_server
should call the function as apply(Mod, Func, Args) and will put the returned data on the device as if it was sent
ina{put_chars, Encoding, Characters} request. If the function returns anything else than abinary or list or
throws an exception, an error should be sent back to the client.

The server replies to the client with anio_reply where the Reply element is one of:

ok
{error, Error}

»  Error describes the error to the client, which may do whatever it wants with it. The Erlang io-module typically
returnsit asis.

For backward compatibility the following Requests should also be handled by an io_server (these messages should
not be present after R15B of OTP):

{put_chars, Characters}
{put_chars, Module, Function, Args}

These should behave as {put_chars, latinl, Characters} and { put_chars, latinl, Module, Function, Args} respectively.

1.1.3 Input Requests
To read characters from a device, the following Requests exist:
{get_until, Encoding, Prompt, Module, Function, ExtraArgs}

«  Encoding denotes how datais to be sent back to the client and what data is sent to the function denoted by
Module/Function/Arity. If the function supplied returns data as alist, the data is converted to this encoding. If
however the function supplied returns datain some other format, no conversion can be done and it's up to the
client supplied function to return datain a proper way. If Encoding islatinl, lists of integers 0..255 or binaries
containing plain bytes are sent back to the client when possible, if Encoding is unicode, lists with integersin the
whol e unicode range or binaries encoded in UTF-8 are sent to the client. The user supplied function will always
see lists of integers, never binaries, but the list may contain numbers > 255 if the Encoding is ‘unicode’.

* Promptisalist of characters (not mixed, no binaries) or an atom() to be output as a prompt for input on the
device. The Prompt is often ignored by theio_server and a Prompt set to " should always be ignored (and result
in nothing being written to the device).

e Module, Function, ExtraArgs denotes a function and arguments to determine when enough data is written. The
function should take two additional arguments, the last state, and a list of characters. The function should return
one of:

{done, Result, RestChars}
{more, Continuation}

The Result can be any Erlang term, but if it is alist(), the io_server may convert it to a binary() of appropriate
format before returning it to the client, if the server is set in binary mode (see below).
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The function will be called with the data the io_server finds on its device, returning { done, Result, RestChars}
when enough data is read (in which case Result is sent to the client and RestChars are kept in theio_server as
a buffer for subsequent input) or { more, Continuation}, indicating that more characters are needed to complete
the request. The Continuation will be sent as the state in subsequent calls to the function when more characters
are available. When no more characters are available, the function shall return { done,eof,Rest}. The initial state
is the empty list and the data when an end of file is reached on the device is the atom 'eof'. An emulation of the
get_line request could be (inefficiently) implemented using the following functions:

- modul e( deno) .
-export([until_newine/3, get_line/l]).

until _new i ne(_Thi sFar, eof, M/StopCharacter) ->
{done, eof ,[]};
until _new i ne(Thi sFar, Char Li st, MySt opChar acter) ->
case lists:splitwith(fun(X) -> X =/= MyStopCharacter end, Charlist) of

{L. 1} ->
{nore, Thi sFar ++L};
{L2, [ M/St opCharacter| Rest]} ->
{done, Thi sFar ++L2++[ MySt opChar acter], Rest}
end.

get_line(loServer) ->
loServer ! {io_request, self(), loServer, {get _until, unicode, "',
?MODULE, until_newline, [$\n]}},
receive
{io_reply, l|oServer, Data} ->
Dat a
end.

Note especially that thelast element in the Request tuple ([$\n]) is appended to the argument list when the function
iscalled. The function should be called like apply(Module, Function, [ State, Data | ExtraArgs]) by theio_server

A defined number of charactersis requested using this Request:
{get_chars, Encoding, Prompt, N}

»  Encoding and Prompt as for get_until.
¢ N isthe number of charactersto be read from the device.

A singleline (like in the example above) is requested with this Request:
{get_line, Encoding, Prompt}
»  Encoding and prompt as above.

Obviously, get_chars and get_line could be implemented with the get_until request (and indeed was originally), but
demands for efficiency has made these additions necessary.

The server replies to the client with anio_reply where the Reply element is one of:

Data

eof

{error, Error}

e Dataisthe charactersread, in either list or binary form (depending on theio_server mode, see below).

»  Error describes the error to the client, which may do whatever it wants with it. The Erlang io-module typically
returnsit asis.

« eof isreturned when input end is reached and no more data is available to the client process.
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For backward compatibility the following Requests should also be handled by an io_server (these messages should
not be present after R15B of OTP):

{get_until, Prompt, Module, Function, ExtraArgs}
{get_chars, Prompt, N}
{get_line, Prompt}

These should behave as{ get_until, latin1, Prompt, Module, Function, ExtraArgs}, {get_chars, latinl, Prompt, N} and
{get_line, latinl, Prompt} respectively.

1.1.4 1/O-server modes

Demands for efficiency when reading data from an io_server has not only lead to the addition of the get_line and
get_charsreguests, but has also added the concept of i0_server options. No options are mandatory to implement, but all
io_serversin the Erlang standard libraries honor the 'binary’ option, which allowsthe Datain theio_reply to be binary
instead of in list form when possible. If the data is sent as a binary, Unicode data will be sent in the standard Erlang
unicode format, i.e. UTF-8 (note that the function in get_until still getslist data regardless of theio_server mode).

Note that i.e. theget _unti | request allows for a function with the data specified as always being a list. Also the
return value data from such a function can be of any type (asis indeed the case when an io:fread request is sent to
anio_server). The client has to be prepared for data received as answers to those requests to be in avariety of forms,
but the server should convert the results to binaries whenever possible (i.e. when the function supplied to get_until
actualy returns alist). The example shown later in this text does just that.

An 1/O-server in binary mode will affect the data sent to the client, so that it hasto be able to handle binary data. For
convenience, it is possible to set and retrieve the modes of anio_server using the following 1/O-requests:

{setopts, Opts}
» Optsisalist of optionsin the format recognized by proplists (and of course by theio_server itself).
Asan example, theio_server for the interactive shell (in group.erl) understands the following options:

{binary, bool()} (or 'binary'/'list")

{echo, bool ()}

{expand_fun, fun()}

{encoding, 'unicode/'latin1'} (or 'unicode/'latinl')

- of which the 'binary' and 'encoding' options are common for all io_serversin OTP, while ‘echo’ and ‘expand’ isvalid
only for thisio_server. It'sworth noting that the ‘unicode’ option notifies how charactersare actually put on the physical
device, i.e. if theterminal per seisunicode aware, it does not affect how characters are sent in the I/O-protocol, where
each request contains encoding information for the provided or returned data.

The server should send one of the following as Reply:

ok
{error, Error}

An error (preferably enotsup) isto be expected if the option is not supported by theio_server (like if an 'echo’ option
is sent in a setopt Request to aplain file).

To retrieve options, this message is used:

getopts

The 'getopts message requests a complete list of all options supported by theio_server aswell astheir current values.
The server replies:

OptList
{error,Error}

e OptListisalist of tuples{Option, Value} where Option is aways an atom.
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1.1.5 Multiple I/O requests

The Request element can in itself contain several Requests by using the following format:
{requests, Requests}

* Reguestsisalist of valid Request tuples for the protocol, they shall be executed in the order in which they
appear in the list and the execution should continue until one of the requests result in an error or thelistis
consumed. The result of the last request is sent back to the client.

The server can for alist of requests send any of the valid resultsin the reply:

ok

{ok, Data}
{ok, Options}
{error, Error}

- depending on the actual requestsin thelist.

1.1.6 Optional I/O-requests

Thefollowing 1/0 request is optional to implement and a client should be prepared for an error return:
{get_geometry, Geometry}

e Geometry is either the atom 'rows' or the atom 'columns.

The server should send the Reply as:

{ok, N}
{error, Error}

* Nisthe number of character rows or columns the device has, if applicable to the device theio_server handles,
otherwise { error, enotsup} isagood answer.

1.1.7 Unimplemented request types:

If anio_server encounters a request it does not recognize (i.e. the io_request tuple is in the expected format, but the

actual Request is unknown), the server should send avalid reply with the error tuple:

{error, request}

This makes it possible to extend the protocol with optional messages and for the clients to be somewhat backwards

compatible.

1.1.8 An annotated and working example io_server:

Anio_server is any process capable of handling the protocol. There is no generic io_server behavior, but could well
be. Theframework is simple enough, a process handling incoming requests, usually bothio_requests and other device-

specific requests (for i.e. positioning , closing etc.).

Our example io_server stores characters in an ets table, making up a fairly crude ram-file (it is probably not useful,

but working).
The module begins with the usual directives, afunction to start the server and amain loop handling the requests:

-nmodul e(ets_io_server).

-export([start_link/0, init/0, loop/1, until_new ine/3, until_enough/3]).

- def i ne( CHARS_PER REC, 10).
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-record(state, {

tabl e,

posi tion, % absol ute
mode % binary | |ist
b

start_link() ->
spawn_l i nk( ?MODULE, i nit,[]).

init() ->
Tabl e = ets: new(nonane, [ ordered_set]),
?MODULE: | oop(#state{tabl e = Table, position = 0, node=list}).

| oop(State) ->
receive
{io_request, From ReplyAs, Request} ->
case request (Request, State) of
{Tag, Reply, NewState} when Tag =:= ok; Tag =:= error ->
repl y(From ReplyAs, Reply),
?MODULE: | oop( NewSt at e) ;
{stop, Reply, _NewState} ->
repl y(From ReplyAs, Reply),
exit (Reply)
end;
%% Private message
{From rew nd} ->
From! {self(), ok},
?MODULE: | oop( St at e#st at e{ position = 0});
_Unknown ->
?MODULE: | oop( St at e)
end.

The main loop receives messages from the client (which might be using the io-module to send requests). For each
reguest the function request/2 is called and areply is eventually sent using the reply/3 function.

The "private" message { From, rewind} resultsin the current position in the pseudo-file to be reset to O (the beginning
of the "file"). Thisis atypical example of device-specific messages not being part of the I/O-protocoal. It isusually a
bad idea to embed such private messagesinio_request tuples, as that might be confusing to the reader.

Let'slook at the reply function first...

repl y(From ReplyAs, Reply) ->
From! {io_reply, ReplyAs, Reply}.

Simple enough, it sends the io_reply tuple back to the client, providing the ReplyAs element received in the request
along with the result of the request, as described above.

Now look at the different requests we need to handle. First the requests for writing characters:

request ({put _chars, Encoding, Chars}, State) ->
put _char s(uni code: characters_to_|ist(Chars, Encodi ng), State);
request ({put _chars, Encodi ng, Mdule, Function, Args}, State) ->
try
request ({put _chars, Encoding, apply(Mdule, Function, Args)}, State)
cat ch
_ ->
{error, {error, Function}, State}
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end;

The Encoding tells us how the characters in the message are represented. We want to store the characters as lists
in the ets-table, so we convert them to lists using the unicode:characters to list/2 function. The conversion function
conveniently accepts the encoding types unicode or latinl, so we can use the Encoding parameter directly.

When Module, Function and Arguments are provided, we ssimply apply it and do the same thing with the result as if
the data was provided directly.

Let's handle the requests for retrieving data too:

request ({get _until, Encoding, _Pronpt, M F, As}, State) ->
get _until (Encoding, M F, As, State);

request ({get _chars, Encoding, _Pronpt, N}, State) ->
%6 To sinplify the code, get_chars is inplemented using get_until
get _until (Encodi ng, ?MODULE, until _enough, [N], State);

request ({get _l i ne, Encoding, _Pronpt}, State) ->
%% To sinplify the code, get_line is inplenented using get_until
get _until (Encodi ng, ?MODULE, until_newine, [$\n], State);

Here we have cheated a little by more or less only implementing get_until and using internal helpers to implement
get__charsand get_line. In production code, this might be to inefficient, but that of course depends on the frequency
of the different requests. Before we start actually implementing the functions put_chars/2 and get_until/5, lets look
into the few remaining requests:

request ({get _geonetry, }, State) ->
{error, {error,enotsup}, State};

request ({setopts, Opts}, State) ->
setopts(Opts, State);

request (getopts, State) ->
getopts(State);

request ({requests, Reqs}, State) ->
mul ti _request (Reqs, {ok, ok, State});

The get_geometry request has no meaning for thisio_server, so the reply will be { error, enotsup} . The only option we
handle is the binary/list option, which is done in separate functions.

Themulti-request tag (requests) is handled in aseparate loop function applying the requestsin the list one after another,
returning the last result.

What's left is to handle backward compatibility and the file-module (which uses the old requests until backward
compatibility with pre-R13 nodes is no longer needed). Note that theio_server will not work with asimple file:write
if these are not added:

request ({put _chars, Chars}, State) ->

request ({put _chars, |l atinl, Chars}, State);
request ({put _chars, M F, As}, State) ->

request ({put _chars,latinl, M F, As}, State);
request ({get _chars, Pronpt, N}, State) ->

request ({get _chars,latinl, Pronpt, N}, State);
request ({get _|ine, Pronpt}, State) ->

request ({get _line,latinl, Pronpt}, State);
request ({get _until, Pronpt, MF, As}, State) ->

request ({get _until,latinl, Pronpt, M F, As}, State);
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Ok, what's left now isto return { error, request} if the request is not recognized:

request (_Cther, State) ->
{error, {error, request}, State}.

Let's move further and actually handle the different requests, first the fairly generic multi-request type:

mul ti _request ([R|Rs], {ok, _Res, State}) ->
mul ti _request (Rs, request(R, State));
mul ti _request([_|_], Error) ->
Error;
mul ti _request([], Result) ->
Resul t .

We loop through the requests one at the time, stopping when we either encounter an error or the list is exhausted. The
last return valueis sent back to theclient (it'sfirst returned to the main loop and then sent back by thefunctionio_reply).

The getopt and setopt requestsis also simple to handle, we just change or read our state record:

set opt s(OptsO, State) ->
Opts = proplists:unfol d(
proplists:substitute_negations(
[{list,binary}],
Ot s0) ),
case check_valid_opts(Opts) of
true ->
case proplists:get_val ue(binary, Opts) of
true ->
{ ok, ok, St at e#st at e{ node=bi nary}};
fal se ->
{ ok, ok, St at e#st at e{ node=bi nary}};
->
{ ok, ok, St at e}

end;
fal se ->
{error, {error, enot sup}, St at e}
end.
check_valid_opts([]) ->
true;

check_val i d_opts([{bi nary, Bool}| T]) when is_bool ean(Bool) ->
check_val id_opts(T);

check_valid_opts(_) ->
fal se.

get opt s(#st ate{node=M = S) ->
{ok, [{binary, case M of
bi nary ->
true;
_ ->
fal se
end}], S}.

As a convention, al io_servers handle both {setopts, [binary]}, {setopts, [list]} and {setopts,[{ binary, bool()}1},
hence the trick with proplists:substitute negations/2 and proplists.unfold/1. If invalid options are sent to us, we send
{ error,enotsup} back to the client.
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The getopts request should return alist of { Option, Value} tuples, which has the twofold function of providing both
the current values and the available options of thisio_server. We have only one option, and hence return that.

So far our io_server has been fairly generic (except for the rewind request handled in the main loop and the creation
of an etstable). Most io_servers contain code similar to what's above.

To make the exampl e runnable, we now start implementing the actual reading and writing of the data to/from the ets-
table. First the put_chars function:

put _chars(Chars, #state{table = T, position = P} = State) ->
R = P div ?CHARS_PER REC,
C = P rem ?CHARS_PER_REC,
[ apply_update(T,U) || U<- split_data(Chars, R, O ],
{ok, ok, State#state{position = (P + length(Chars))}}.

Wealready havethedataas (Unicode) listsand thereforejust split thelistin runs of apredefined sizeand put eachrunin
the table at the current position (and forward). The functions split_data/3 and apply_update/2 are implemented bel ow.

Now we want to read data from the table. The get_until function reads data and applies the function until it saysit's
done. The result is sent back to the client:

get _until (Encodi ng, Md, Func, As,
#state{position = P, nbde = M table = T} = State) ->
case get_Il oop(Md, Func, As, T, P,[]) of
{done, Data, _, NewP} when is_binary(Data); is_list(Data) ->
i f
M =:= binary ->
{ok,
uni code: char act ers_t o_bi nary( Dat a, uni code, Encodi ng),
St at e#st at e{ positi on = NewP}};
true ->
case check(Encodi ng,
uni code: characters_to_list(Data, unicode)) of
{error, _} = E->
{error, E, State};
List ->
{ok, List,
St at e#st at e{ posi ti on = NewP}}
end
end;
{done, Dat a, _, NewP} ->
{ok, Data, State#state{position = NewP}};
Error ->
{error, Error, State}
end.

get_I oop(MF, A T,P,CQ ->
{NewP, L} = get(P, T),
case catch apply(MF,[C L|A]) of
{done, List, Rest} ->
{done, List, [], NewP - length(Rest)};
{nore, NewC} ->
get _l oop(M F, A, T, NewP, NewC) ;
->
{error, F}
end.

Here we also handle the mode (binary or list) that can be set by the setopts request. By default, all OTPio_servers send
data back to the client as lists, but switching mode to binary might increase efficiency if the server handles it in an
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appropriate way. Theimplementation of get_until ishard to get efficient asthe supplied function is defined to take lists
as arguments, but get_chars and get_line can be optimized for binary mode. This example does not optimize anything
however. It isimportant though that the returned datais of the right type depending on the options set, so we convert
the liststo binaries in the correct encoding if possible before returning. The function supplied in the get_until request
may, asitsfinal result return anything, so only functions actually returning lists can get them converted to binaries. If
the request contained the encoding tag unicode, the lists can contain all unicode codepoints and the binaries should be
in UTF-8, if the encoding tag was|atinl, the client should only get charactersin the range 0..255. The function check/2
takes care of not returning arbitrary unicode codepointsin listsif the encoding was given aslatinl. If the function did
not return alist, the check cannot be performed and the result will be that of the supplied function untouched.

Now we are more or less done. We implement the utility functions below to actually manipulate the table;

check(uni code, List) ->
Li st;
check(latinl, List) ->
try
[ throw(not __unicode) || X <- List,
X > 255 ],
Li st
catch
throw _ ->
{error, {cannot _convert, unicode, latinl}}
end.

The function check takes care of providing an error tuple if unicode codepoints above 255 is to be returned if the
client requested latinl.

The two functions until_newline/3 and until_enough/3 are helpers used together with the get_until function to
implement get_chars and get_line (inefficiently):

until _new ine([],eof, M/StopCharacter) ->
{done, eof ,[]};
until _new i ne(Thi sFar, eof, M/StopCharacter) ->
{done, Thi sFar,[]};
until _new i ne(Thi sFar, Char Li st, MySt opChar acter) ->
case lists:splitwith(fun(X) -> X =/= MyStopCharacter end, Charlist) of

{L. 1} ->
{nore, Thi sFar ++L};
{L2, [ M/St opChar acter| Rest]} ->
{done, Thi sFar ++L2++[ MySt opChar acter], Rest}
end.

until _enough([],eof,_N) ->
{done, eof ,[]};

unti | _enough(Thi sFar, eof, _N) ->
{done, Thi sFar,[]};

unti | _enough( Thi sFar, CharLi st, N)

when | engt h(Thi sFar) + |length(CharList) >= N ->

{Res, Rest} = ny_split(N, ThisFar ++ CharList, []),
{done, Res, Rest};

unti | _enough(Thi sFar, CharList, N) ->
{nor e, Thi sFar ++Char Li st }.

As can be seen, the functions above are just the type of functions that should be provided in get_until requests.
Now we only need to read and write the table in an appropriate way to complete the server:
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get (P, Tab) ->
R = P div ?CHARS_PER REC,
C = P rem ?CHARS_PER REC,
case ets:|ookup(Tab, R) of
[1 ->
{P, eof };
[{R List}] ->
case nmy_split(C List,[]) of
{11} ->
{ P+l engt h(List), eof };
{_,Data} ->
{ P+l engt h( Dat a) , Dat a}
end
end.

my_split(O, Left, Acc) ->
{lists:reverse(Acc), Left};

ny_split(_[],Acc) ->
{lists:reverse(Acc),[]};

ny_split(N [HT], Acc) ->
my_split(N-1, T, [H Acc]).

split_data([],_,_) ->

[1:

split_data(Chars, Row, Col) ->
{This, Left} = ny_split(?CHARS _PER REC - Col, Chars, []),
[ {Row, Col, This} | split_data(Left, Row + 1, 0) ].

appl y_updat e( Tabl e, {Row, Col, List}) ->
case ets:|ookup(Tabl e, Row) of
(1 ->
ets:insert(Table, {Row, |ists:duplicate(Col,0) ++ List});
[{Row, O dData}] ->
{Partl, } = ny_split(Col,ddData,[]),
{_,Part2} = ny_split(Col +l engt h(List),ddData,[]),
ets:insert(Tabl e, {Row, Partl ++ List ++ Part2})
end.

The table is read or written in chunks of 2CHARS PER_REC, overwriting when necessary. The implementation is
obviously not efficient, it isjust working.

This concludes the example. It isfully runnable and you can read or writeto theio_server by usingi.e. theio_module
or even the file module. It's as simple as that to implement afully fledged io_server in Erlang.

1.2 Using Unicode in Erlang

Implementing support for Unicode character setsis an ongoing process. The Erlang Enhancement Proposal (EEP) 10
outlinesthe basics of Unicode support and al so specifiesadefault encoding in binariesthat all Unicode-aware modules
should handle in the future.

The functionality described in EEP10 is implemented in Erlang/OTP as of R13A, but that's by no means the end of
it. More functionality will be needed in the future and more OTP-libraries might need updating to cope with Unicode
data. One example of future development is obvious when reading this manual, our documentation format is limited
to the ISO-latin-1 character range, why no Unicode characters beyond that range will occur in this document.

This guide outlines the current Unicode support and gives a couple of recipes for working with Unicode data.
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1.2.1 What Unicode is

Unicode is a standard defining codepoints (numbers) for al known, living or dead, scripts. In principle, every known
symbol used in any language has a Unicode codepoint.

Unicode codepoints are defined and published by the Unicode Consortium, which is anon profit organization.

Support for Unicode isincreasing throughout the world of computing, as the benefits of one common character set are
overwhelming when programs are used in aglobal environment.

Along with the base of the standard, the codepointsfor al the scripts, there are acouple of encoding standardsavailable.
Different operating systems and tools support different encodings. For example Linux and MacOS X has chosen the
UTF-8 encoding, which is backwards compatible with 7-bit ASCII and therefore affects programs written in plain
English the least. Windows® on the other hand supports a limited version of UTF-16, namely all the code planes
where the characters can be stored in one single 16-bit entity, which includes most living languages.

The most widely spread encodings are:

UTF-8
Each character is stored in one to four bytes depending on codepoint. The encoding is backwards compatible
with 7-bit ASCII asal 7-bit characters are stored in one single byte asis. The characters beyond codepoint 127
are stored in more bytes, letting the most significant bit in the first character indicate a multi-byte character. For
details on the encoding, the RFC is publicly available.

UTF-16
This encoding has many similarities to UTF-8, but the basic unit is a 16-bit number. This means that all
characters occupy at least two bytes, some high numbers even four bytes. Some programs and operating
systems claiming to use UTF-16 only allows for characters that can be stored in one 16-bit entity, which is
usualy sufficient to handle living languages. As the basic unit is more than one byte, byte-order issues occur,
why UTF-16 existsin both a big-endian and little-endian variant.

UTF-32
The most straight forward representation, each character is stored in one single 32-bit number. Thereisno need
for escapes or any variable amount of entities for one character, all Unicode codepoints can be stored in one
single 32-hit entity. Aswith UTF-16, there are byte-order issues, UTF-32 can be both big- and little-endian.

UCs4
Basically the same as UTF-32, but without some Unicode semantics, defined by |EEE and hasllittle use
as a separate encoding standard. For all normal (and possibly abnormal) usages, UTF-32 and UCS-4 are
interchangeable.

Certain ranges of charactersareleft unused and certain ranges are even deemed invalid. The most notableinvalid range
is 16#D800 - 16#DFFF, as the UTF-16 encoding does not alow for encoding of these numbers. It can be speculated
that the UTF-16 encoding standard was, from the beginning, expected to be able to hold all Unicode charactersin one
16-hit entity, but then had to be extended, leaving a hole in the Unicode range to cope with backward compatibility.

Additionally, the codepoint 16#FEFF is used for byte order marks (BOM's) and use of that character is not encouraged
in other contexts than that. It actually is valid though, as the character "ZWNBS" (Zero Width Non Breaking Space).
BOM's are used to identify encodings and byte order for programs where such parameters are not known in advance.
Byte order marks are more seldom used than one could expect, put their use is becoming more widely spread as they
provide the means for programs to make educated guesses about the Unicode format of a certain file.

1.2.2 Standard Unicode representation in Erlang

In Erlang, strings are actually lists of integers. A string is defined to be encoded in the ISO-latin-1 (1SO8859-1)
character set, which is, codepoint by codepoint, a sub-range of the Unicode character set.

The standard list encoding for stringsis therefore easily extendible to cope with the whole Unicode range: A Unicode
string in Erlang is simply alist containing integers, each integer being a valid Unicode codepoint and representing
one character in the Unicode character set.
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Regular Erlang stringsin 1SO-latin-1 are a subset of there Unicode strings.

Binarieson the other hand are moretroublesome. For performance reasons, programsoften storetextual datain binaries
instead of lists, mainly because they are more compact (one byte per character instead of two words per character, asis
the case with lists). Using erlang:list_to_binary/1, an regular Erlang string can be converted into a binary, effectively
using the 1SO-latin-1 encoding in the binary - one byte per character. Thisis very convenient for those regular Erlang
strings, but cannot be done for Unicode lists.

Asthe UTF-8 encoding iswidely spread and provides the most compact storage, it is selected asthe standard encoding
of Unicode charactersin binaries for Erlang.

The standard binary encoding is used whenever alibrary function in Erlang should cope with Unicode datain binaries,
but isof course not enforced when communi cating externally. Functions and bit-syntax exist to encode and decode both
UTF-8, UTF-16 and UTF-32 in binaries. Library functions dealing with binaries and Unicode in general, however,
only deal with the default encoding.

Character data may be combined from several sources, sometimes availablein amix of stringsand binaries. Erlang has
for long had the concept of iodata or iolists, where binaries and lists can be combined to represent a sequence of bytes.
In the same way, the Unicode aware modules often allow for combinations of binaries and lists where the binaries
have characters encoded in UTF-8 and the lists contain such binaries or numbers representing Unicode codepoints:

uni code_bi nary() = binary() with characters encoded i n UTF-8 codi ng standard
uni code_char () = integer() representing valid uni code codepoi nt

chardata() = charlist() | unicode_binary()

charlist() = [unicode_char() | unicode_binary() | charlist()]
a uni code_binary is allowed as the tail of the |ist

The module uni code in stdlib even supports similar mixes with binaries containing other encodings than UTF-8,
but that is a specia case to allow for conversions to and from external data:

ext ernal _uni code_binary() = binary() with characters coded in a user specified Unicode
encodi ng ot her than UTF-8 (UTF-16 or UTF-32)

external _chardata() = external _charlist() | external _unicode_binary()

external _charlist() = [unicode_char() | external _unicode_binary() | external charlist()]
an external _unicode_binary is allowed as the tail of the |ist

1.2.3 Basic language support for Unicode

First of all, Erlang is still defined to be written in the 1SO-latin-1 character set. Functions have to be named in that
character set, atoms are restricted to | SO-latin-1 and regular strings are still lists of characters 0..255 in the |SO-latin-1
encoding. This has not (yet) changed, but the language has been dlightly extended to cope with Unicode characters
and encodings.

Bit-syntax

The hit-syntax contains types for coping with binary data in the three main encodings. The types are named ut f 8,
ut f 16 and ut f 32 respectively. Theut f 16 and ut f 32 types can bein abig- or little-endian variant:

<<Ch/utf8, /binary>> = Binl
<<Ch/utfi16-little,_/binary>> = Bin2
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Bin3 = <<$H utf32-little, $e/utf32-little, $l/utf32-1ittle, $I/utf32-little,
$o/utf32-1ittle>>,

For convenience, literal strings can be encoded with a Unicode encoding in binaries using the following (or similar)
syntax:

Bin4d = <<"Hel | 0"/ utf16>>,

String- and character-literals

Warning:

The literal syntax described here may be subject to change in R13B, it has not yet passed the usual process for
language changes approval .

It is convenient to be able to write alist of Unicode characters in the string syntax. However, the language specifies
strings as being in the | SO-latin-1 character set which the compiler tool chain as well as many other tools expect.

Alsothesourcecodeis(for now) still expected to bewritten using the | SO-latin-1 character set, why Unicode characters
beyond that range cannot be entered in string literals.

To make it easier to enter Unicode characters in the shell, it alows strings with Unicode characters on input,
immediately converting them to regular lists of integers. They will, by the evaluator etc be viewed asif they wereinput
using the regular list syntax, which is - in the end - how the language actually treats them. They will in the same way
not be output as stringsby i.ei o: wite/ 2 orio: format/ 3 unlessthe format string supplied to i o: f or mat

uses the Unicode trandation modifier (which we will talk about later).

For source code, there is an extension to the \OOO (backsl ash followed by three octal numbers) and \xHH (backslash
followed by 'x', followed by two hexadecimal characters) syntax, namely \x{H ...} (a backslash followed by an 'x’,
followed by left curly bracket, any number of hexadecimal digits and a terminating right curly bracket). This allows
for entering characters of any codepoint literally in a string. The string is immediately converted into a list by the
scanner however, which is obvious when calling it directly:

1> erl _scan:string("\"X\".").

{ok, [{string, 1,"X"}, {dot, 1}], 1}

2> erl _scan:string("\"\x{400}\".").
{ok,[{'[',1},{integer,1,1024},{"]", 1}, {dot, 1}], 1}

Character literals, or rather integers representing Unicode codepoints can be expressed in a similar way using $
\X{H ..}:

4> $\ x{ 400} .
1024

Thisalso is atrandation by the scanner:

5> erl _scan:string("$Y.").
{ok, [{char, 1,89}, {dot, 1}], 1}
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6> erl _scan:string("$\x{400}.").
{ok, [{integer, 1,1024}, {dot, 1}], 1}

In the shell, if using aUnicode input device, '$' can be followed directly by a Unicode character producing an integer.
In the following example, let'simagine the character 'c' isactually a Cyrillic's (looking fairly similar):

7> $c.
1089

The literal syntax allowing Unicode charactersisto be viewed as "syntactic sugar”, but is, as such, fairly useful.

1.2.4 The interactive shell

The interactive Erlang shell, when started towards a terminal or started using the wer | command on windows, can
support Unicode input and output.

On Windows®, proper operation requires that a suitable font is installed and selected for the Erlang application to
use. If no suitable font is available on your system, try installing the DejaV u fonts (dejavu-fonts.org), which are freely
available and then select that font in the Erlang shell application.

On Unix®-like operating systems, the terminal should be able to handle UTF-8 on input and output (modern versions
of XTerm, KDE konsole and the Gnome terminal do for example) and your locale settings have to be proper. As an
example, my LANG environment variableis set as this:

$ echo $LANG
en_US. UTF- 8

Actually, most systems handle the LC_CTY PE variable before LANG, so if that is set, it hasto be set to UTF-8:

$ echo $LC _CTYPE
en_US. UTF- 8

TheLANG or LC_CTY PE setting should be consistent with what theterminal iscapable of, thereisno portableway for
Erlang to ask the actual terminal about its UTF-8 capacity, we haveto rely on the language and character type settings.

To investigate what Erlang thinks about the terminal, thei o: get opt s() call can be used when the shell is started:

$ LC CTYPE=en_US. | SO-8859-1 erl
Erl ang R13A (erts-5.7) [source] [64-bit] [snp:4:4] [rq:4] [async-threads: 0] [kernel-poll:false]

Eshell V5.7 (abort with ~"Q

1> |ists: keyfind(encoding,1,io:getopts()).

{encodi ng, | ati n1}

2> q().

ok

$ LC CTYPE=en_US. UTF-8 erl

Erl ang R13A (erts-5.7) [source] [64-bit] [snp:4:4] [rq:4] [async-threads: 0] [kernel-poll:false]

Eshell V5.7 (abort with ~"QG

1> |ists: keyfind(encoding, 1,io:getopts()).
{encodi ng, uni code}

2>
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When (finally?) everything isin order with the local e settings, fonts and the terminal emulator, you probably also have
discovered away to input characters in the script you desire. For testing, the simplest way is to add some keyboard
mappingsfor other languages, usually done with some applet in your desktop environment. In my KDE environment, |
start the KDE Control Center (Personal Settings), select "Regional and Accessibility” and then"Keyboard Layout". On
Windows XP®, | start Control Panel->Regional and Language Options, select the Language tab and click the Details...
button in the square named "Text services and input Languages'. Y our environment probably provides similar means
of changing the keyboard layout. Make sure you have a way to easily switch back and forth between keyboards if
you are not used to this, entering commands using a Cyrillic character set is, as an example, not easily done in the
Erlang shell.

Now you are set up for some Unicodeinput and output. The simplest thing to dois of courseto enter astring in the shell:

T erl
Erlang R13A (erts-5.7) [source] [64-bit] [smp:4:4] [rg:4] [async-threads:0] [ker
nel-poll :falsel

Eshell W5.7 (abort with *G)

1» lists:keufind(encoding,l,io:getopts()).
tencoding ,unicode}

2> "yHmuyoae ",

[1091,1085,1080,1094 ,1086,1076,1077]

3 io:format("“ts~n",[v(2)]]).

UHMLoaS

ok
4> []

Figure 2.1: Cyrillic characters in an Erlang shell

While strings can be input as Unicode characters, the language elements are still limited to the 1SO-latin-1 character
set. Only character constants and strings are allowed to be beyond that range:

Eshell ¥5.7 (abort with *~G)

958

2> Bviyobe.

* 1: illegal character
Z

Figure 2.2: Unicode characters in allowed and disallowed context

1.2.5 Unicode file names

Most modern operating systems support Unicode file namesin some way or another. There are several different ways
to do this and Erlang by default treats the different approaches differently:

Mandatory Unicode file naming

Windows and, for most common uses, MacOSX enforces Unicode support for file names. All files created in the
filesystem have names that can consistently be interpreted. In MacOSX, al file names are retrieved in UTF-8
encoding, while Windows has selected an approach where each system call handling file names has a specia
Unicode aware variant, giving much the same effect. Thereare no file names on these systemsthat are not Unicode
file names, why the default behavior of the Erlang VM is to work in "Unicode file name translation mode",
meaning that a file name can be given as a Unicode list and that will be automatically translated to the proper
name encoding for the underlying operating and file system.

Doingi.e.afil e: i st _dir/ 1ononeof thesesystemsmay return Unicode lists with codepoints beyond 255,
depending on the content of the actual filesystem.

Asthefeatureisfairly new, you may still stumble upon non core applications that cannot handle being provided
with file names containing characters with codepoints larger than 255, but the core Erlang system should have
no problems with Unicode file names.
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Transparent file naming

Most Unix operating systems have adopted a simpler approach, namely that Unicode file naming is not enforced,
but by convention. Those systems usually use UTF-8 encoding for Unicode file names, but do not enforce it. On
such asystem, afile name containing characters having codepoints between 128 and 255 may be named either as
plain 1SO-latin-1 or using UTF-8 encoding. As no consistency is enforced, the Erlang VM can do no consistent
tranglation of all file names. If the VM would automatically select encoding based on heuristics, one could get
unexpected behavior on these systems, therefore file names not being encoded in UTF-8 are returned as "raw file
names' if Unicode file naming support isturned on.

A raw file name is not alist, but a binary. Many non core applications still do not handle file names given as
binaries, why such raw names are avoided by default. This means that systems having implemented Unicode file
naming through transparent file systems and an UTF-8 convention, do not by default have Unicode file naming
turned on. Explicitly turning Unicode file name handling on for these types of systemsis considered experimental .

The Unicode file naming support was introduced with OTP release R14B01. A VM operating in Unicode file mode
can work with files having names in any language or character set (as long as it's supported by the underlying OS
and file system). The Unicode character list is used to denote file or directory names and if the file system content
is listed, you will also be able to get Unicode lists as return value. The support lies in the kernel and stdlib modules,
why most applications (that does not explicitly require the file names to be in the | SO-latin-1 range) will benefit from
the Unicode support without change.

On Operating systems with mandatory Unicode file names, this means that you more easily conform to the file
names of other (non Erlang) applications, and you can also process file names that, at least on Windows, were
completely inaccessible (due to having names that could not be represented in ISO-latin-1). Also you will avoid
creating incomprehensible file names on MacOSX asthe vfslayer of the OSwill accept al your file namesas UTF-8
and will not rewrite them.

For most systems, turning on Unicode file name tranglation is no problem even if it uses transparent file naming.
Very few systems have mixed file name encodings. A consistent UTF-8 named system will work perfectly in
Unicode file name mode. It is still however considered experimental in R14B01. Unicode file name trandation is
turned on with the +f nu switch to the er | program. If the VM is started in Unicode file name trandation mode,
file:native_nane_encodi ng/ 0 will return theatom ut f 8.

In Unicode file name mode, file names given to the BIF open_port/2 with the option
{spawn_execut abl e, ...} areadso interpreted as Unicode. So is the parameter list given in the ar gs option
availablewhen using spawn_execut abl e. The UTF-8 trand ation of arguments can be avoided using binaries, see
the discussion about raw file names below.

It is worth noting that the file encodi ng options given when opening a file has nothing to do with the file name
encoding convention. Y ou can very well openfilescontaining UTF-8 but having filenamesin | SO-latin-1 or viceversa.

Note:

Erlang drivers and NIF shared objects still can not be named with names containing codepoints beyond 127. This
is a known limitation to be removed in a future release. Erlang modules however can, but it is definitely not a
good idea and is still considered experimental.

Notes about raw file names and automatic file name conversion

Raw file names is introduced together with Unicode file name support in erts-5.8.2 (OTP R14B01). The reason "raw
filenames' isintroduced in the system isto be able to consistently represent file names given in different encodings on
the same system. Having the VM automatically trandate afile namethat isnot in UTF-8 to alist of Unicode characters
might seem practical, but thiswould open up for both duplicate file names and other inconsistent behavior. Consider a
directory containing afile named "bjorn" in | SO-latin-1, while the Erlang VM is operating in Unicode file name mode
(and therefore expecting UTF-8 file naming). The | SO-latin-1 name is not valid UTF-8 and one could be tempted to
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think that automatic conversion in for examplefil e: i st _dir/ 1 isagood idea. But what would happen if we
later tried to open the file and have the name as a Unicode list (magically converted from the 1SO-latin-1 file name)?
The VM will convert the file name given to UTF-8, as this is the encoding expected. Effectively this means trying to
open the file named <<"bjérn"/utf8>>. Thisfile does not exist, and even if it existed it would not be the same file as
the one that was listed. We could even create two files named "bjérn”, one named in the UTF-8 encoding and one not.
Iffile:list_dir/1wouldautomaticaly convert the ISO-latin-1 file name to alist, we would get two identical
file names as the result. To avoid this, we need to differentiate between file names being properly encoded according
to the Unicode file naming convention (i.e. UTF-8) and file names being invalid under the encoding. Thisis done by
representing invalid encoding as "raw" file names, i.e. as binaries.

The core system of Erlang (kernel and stdlib) accepts raw file names except for loadable drivers and executables

invoked using open_port({spawn, ...} ...).open_port({spawn_executable, ...} ...)
however does accept them. As mentioned earlier, the arguments given in the option list to
open_port ({spawn_executable, ...} ...) undergothesame conversion asthefile names, meaning that

the executable will be provided with argumentsin UTF-8 as well. This trandation is avoided consistently with how
the file names are treated, by giving the argument as a binary.

To force Unicode file name translation mode on systems where this is not the default is considered experimental in
OTP R14B01 due to the raw file names possibly being a new experience to the programmer and that the non core
applications of OTP are not tested for compliance with raw file names yet. Unicode file name tranglation is expected
to be default in future rel eases.

If working with raw file names, one can still conform to the encoding convention of the Erlang VM by using the
file:native_nanme_encodi ng/ 0 function, whichreturnseither theatoml| at i n1 ortheatomut f 8 depending
onthefilenametranslation mode. OnLinux, aVM started without explicitly stating the file name translation mode will
defaulttol at i n1 asthe native file name encoding, why file names on the disk encoded as UTF-8 will be returned as
alist of the namesinterpreted as | SO-latin-1. The"UTF-8 list" isnot a practical type for displaying or operating onin
Erlang, but it is backward compatible and usablein all functionsrequiring afile name. On Windows and MacOSX, the
default behavior is that of file name trandation, why thefi | e: nati ve_nane_encodi ng/ 0 by default returns
ut f 8 on those systems (the fact that Windows actually does not use UTF-8 on the file system level can safely be
ignored by the Erlang programmer). The default behavior can be changed using the +f nu or +f nl options to the
VM, seetheer| command manual page.

Even if you are operating without Unicode file naming transl ation automatically done by the VM, you can access and
create fileswith namesin UTF-8 encoding by using raw file names encoded as UTF-8. Enforcing the UTF-8 encoding
regardless of the mode the Erlang VM is started in might, in some circumstances be a good idea, as the convention
of using UTF-8 file names is spreading.

Notes about MacOSX

MacOSXs vfs layer enforces UTF-8 file names in a quite aggressive way. Older versions did this by simply refusing
to create non UTF-8 conforming file names, while newer versions replace offending bytes with the sequence "%HH",
where HH isthe original character in hexadecimal notation. As Unicode translation is enabled by default on MacOSX,
the only way to come up against thisisto either start the VM with the +f nl flag or tousearaw filenameinl at i nl
encoding. In that case, the file can not be opened with the same name as the one used to create this. The problem is
by design in newer versions of MacOSX.

MacOSX also reorganizesthe names of files so that the representation of accents etc is denormalized, i.e. the character
0 isrepresented as the codepoints [111,776], where 111 is the character 0 and 776 is a special accent character. This
type of denormalized Unicode is otherwise very seldom used and Erlang normalizes those file names on retrieval, so
that denormalized file namesis not passed up to the Erlang application. In Erlang the file name "bjorn" isretrieved as
[98,106,246,114,110], not as[98,106,117,776,114,110], even though the file system might think differently.
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1.2.6 Unicode-aware modules

Most of the modules in Erlang/OTP are of course Unicode-unaware in the sense that they have no notion of Unicode
and really shouldn't have. Typically they handle non-textual or byte-oriented data (likegen_t cp etc).

Modules that actually handle textual data (like i o_li b, string etc) are sometimes subject to conversion or
extension to be able to handle Unicode characters.

Fortunately, most textual data has been stored in lists and range checking has been sparse, why moduleslikest ri ng
works well for Unicode lists with little need for conversion or extension.

Some modules are however changed to be explicitly Unicode-aware. These modules include:
uni code

The module unicodeis obviously Unicode-aware. It contains functions for conversion between different Unicode
formats as well as some utilities for identifying byte order marks. Few programs handling Unicode data will
survive without this module.

The io module has been extended along with the actual 1/0-protocol to handle Unicode data. This means that
severa functions require binariesto bein UTF-8 and there are modifiersto formatting control sequencesto allow
for outputting of Unicode strings.

file,groupanduser

|/O-servers throughout the system are able both to handle Unicode data and has options for converting data upon
actual output or input to/from the device. As shown earlier, the shell has support for Unicode terminals and the
file module allows for tranglation to and from various Unicode formats on disk.

The actual reading and writing of files with Unicode data is however not best done with the f i | e module as
its interface is byte oriented. A file opened with a Unicode encoding (like UTF-8), is then best read or written
using theio module.

re

The re module allows for matching Unicode strings as a special option. As the library is actually centered on
matching in binaries, the Unicode support is UTF-8-centered.

The wx graphical library has extensive support for Unicode text

The module string works perfect for Unicode strings as well as for 1SO-latin-1 strings with the exception of the
language-dependent to_upper andto_lower functions, which areonly correct for the | SO-latin-1 character set. Actually
they can never function correctly for Unicode charactersin their current form, there are language and locale issues as
well as multi-character mappings to consider when conversion text between cases. Converting casein an international
environment is a big subject not yet addressed in OTP.

1.2.7 Unicode recipes

When starting with Unicode, one often stumbles over some common issues. | try to outline some methods of dealing
with Unicode dataiin this section.

Byte order marks

A common method of identifying encoding in text-filesis to put a byte order mark (BOM) first in the file. The BOM
isthe codepoint 16#FEFF encoded in the same way astherest of thefile. If such afileisto beread, thefirst few bytes
(depending on encoding) is not part of the actual text. This code outlines how to open afile which is believed to have
aBOM and set the files encoding and position for further sequential reading (preferably using the io module). Note
that error handling is omitted from the code:
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open_bom file_for_reading(File) ->
{ok,F} = file:open(File,[read,binary]),
{ok,Bin} = file:read(F,4),
{Type, Byt es} = uni code: bom t o_encodi ng(Bi n),
file:position(F, Bytes),
i 0:setopts(F, [{encodi ng, Type}]),
{ok, F}.

The uni code: bom t o_encodi ng/ 1 function identifies the encoding from a binary of at least four bytes. It
returns, along with an term suitable for setting the encoding of the file, the actual length of the BOM, so that the file
position can be set accordingly. Notethat f i | e: posi ti on always works on byte-offsets, so that the actual byte-
length of the BOM is needed.

To open afilefor writing and putting the BOM first is even simpler:

open_bom file_for_witing(File, Encoding) ->
{ok,F} = file:open(File,[wite,binary]),
ok = file:wite(File, unicode: encodi ng_to_bon{Encodi ng)),
i 0: setopts(F, [{encodi ng, Encodi ng}]),
{ok, F}.

In both casesthefileisthen best processed using thei o module, asthefunctionsini o can handle codepoints beyond
the ISO-latin-1 range.

Formatted input and output

When reading and writing to Unicode-aware entities, like the User or afile opened for Unicode translation, you will
probably want to format text strings using the functions in io or io_lib. For backward compatibility reasons, these
functions don't accept just any list asastring, but require e special "translation modifier" when working with Unicode
texts. The modifier is "t". When applied to the "s" control character in a formatting string, it accepts al Unicode
codepoints and expect binariesto bein UTF-8:

1> jo:format ("~ts~n", [<<"&a6"/utf8>>]).
440

ok

2> jo:format ("~s~n", [ <<"&406"/utf8>>]).
A¥AcAY

ok

Obviously the second i o: f or mat gives undesired output because the UTF-8 binary is not in latinl. Because |SO-
latin-1 is till the defined character set of Erlang, the non prefixed "'s" control character expects | SO-latin-1 in binaries
aswell aslists.

Aslong asthe datais aways lists, the "t" modifier can be used for any string, but when binary dataisinvolved, care
must be taken to make the tight choice of formatting characters.

The function f or mat inio_li b behaves similarly. This function is defined to return a deep list of characters
and the output could easily be converted to binary data for outputting on a device of any kind by a simple
erlang: i st_to_binary. When the trandation modifier is used, the list can however contain characters that
cannot bestoredinonebyte. Thecall toer | ang: | i st _t o_bi nary will inthat casefail. However, if theio_server
you want to communicate with is Unicode-aware, the list returned can still be used directly:
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Eshell V5.7 (abort with *G)

1> io_lib:format("~“ts™n",["BviLyobs"]).
[[952,957,953,968,959,948,349], "\n"]

Z> io:put_chars(io_lib:format("~ts™n",["Bvipobe"1)).
B Lpoids

[=]3§

Figure 2.3: io_lib:format with Unicode translation

The Unicode string is returned as a Unicode list, why the return value of i o_1 i b: f or mat no longer qualifies as
aregular Erlang string (the function io_lib:deep_char_list will, as an example, return f al se). The Unicode list is
however valid input to the io:put_chars function, so data can be output on any Unicode capable device anyway.
If the device is a terminal, characters will be output in the \x{H ...} format if encoding is| ati n1 otherwise in
UTF-8 (for the non-interactive terminal - "oldshell" or "noshell") or whatever is suitable to show the character properly
(for an interactive terminal - the regular shell). The bottom line is that you can always send Unicode data to the
st andar d_i o device. Fileswill however only accept Unicode codepoints beyond I SO-latin-1 if encodi ng isset
to something elsethan| at i nl.

Heuristic identification of UTF-8

Whileit's strongly encouraged that the actual encoding of charactersin binary datais known prior to processing, that
is not always possible. On atypical Linux® system, there is a mix of UTF-8 and |SO-latin-1 text files and there are
seldom any BOM'sin the files to identify them.

UTF-8 isdesigned in such away that |SO-latin-1 characters with numbers beyond the 7-bit ASCII range are seldom
considered valid when decoded as UTF-8. Therefore one can usually use heuristics to determineif afileisin UTF-8
or if it isencoded in 1SO-latin-1 (one byte per character) encoding. The uni code module can be used to determine
if data can be interpreted as UTF-8:

heuri stic_encodi ng_bi n(Bi n) when is_binary(Bin) ->
case uni code: characters_to_binary(Bin, utf8, utf8) of
Bin ->
utf 8;
_ ->
latinl
end.

If one does not have a complete binary of the file content, one could instead chunk through the file and check
part by part. Thereturn-tuple {i nconpl et e, Decoded, Rest} fromuni code: characters_to_bi nary/
{1, 2, 3} comesinhandy. Theincompleterest from one chunk of dataread from thefileisprepended to the next chunk
and we therefore circumvent the problem of character boundaries when reading chunks of bytesin UTF-8 encoding:

heuristic_encoding file(FileName) ->
{ok,F} = file:open(FileNang,[read, binary]),
| oop_t hrough_file(F, <<>> file:read(F, 1024)).

| oop_t hrough_file(_, <<>> eof) ->
ut f 8;
| oop_t hrough_file(_, _,eof) ->
| atini;
| oop_t hrough_fil e(F, Acc, {ok, Bin}) when is_binary(Bin) ->
case uni code: characters_to_binary([Acc, Bin]) of
{error, _,_} ->
| atini;
{inconpl ete, _,Rest} ->
| oop_t hrough_file(F, Rest,file:read(F, 1024));
Res when is_bi nary(Res) ->
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| oop_t hrough_fil e(F, <<>>,file:read(F, 1024))
end.

Another option isto try to read the whole file in utf8 encoding and see if it fails. Here we need to read the file using
i 0: get _char s/ 3, aswe haveto succeed in reading characters with a codepoint over 255:

heuristic_encoding _fil e2(FileNane) ->
{ok, F} = file:open(FileNang,[read, binary, {encodi ng,utf8}]),
| oop_t hrough_fil e2(F,io:get_chars(F,'"', 1024)).

| oop_t hrough_file2(_,eof) ->
ut f 8;
l oop_through_file2(_,{error,_Err}) ->
latinil;
| oop_t hrough_fil e2(F, Bin) when is_binary(Bin) ->
| oop_t hrough_fil e2(F,io:get_chars(F,'"', 1024)).
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2 Reference Manual

The Standard Erlang Libraries application, STDLIB, contains modules for manipulating lists, strings and files etc.
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STDLIB

Application

The STDLIB ismandatory in the sense that the minimal system based on Erlang/OTP consists of Kernel and STDLIB.
The STDLIB application contains no services.

Configuration

The following configuration parameters are defined for the STDLIB application. See app( 4) for more information
about configuration parameters.

shell _esc = icl | abort

This parameter can be used to alter the behaviour of the Erlang shell when ~G is pressed.
restricted_shell = nodul e()

This parameter can be used to run the Erlang shell in restricted mode.
shel | _catch_exception = bool ()

This parameter can be used to set the exception handling of the Erlang shell's evaluator process.
shel |l _history_length = integer() >= 0

This parameter can be used to determine how many commands are saved by the Erlang shell.
shel | _pronpt _func = {Md, Func} | default

where

« Md = atom()

e Func = atom()

This parameter can be used to set a customized Erlang shell prompt function.
shel | _saved_results = integer() >= 0

This parameter can be used to determine how many results are saved by the Erlang shell.

See Also
app(4), application(3), shell(3),
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array

Erlang module

Functional, extendible arrays. Arrays can have fixed size, or can grow automatically as needed. A default valueisused
for entries that have not been explicitly set.

Arrays uses zero based indexing. Thisis a deliberate design choice and differs from other erlang datastructures, e.g.
tuples.

Unless specified by the user whenthearray iscreated, the default valueistheatomundef i ned. Thereisno difference
between an unset entry and an entry which has been explicitly set to the same value as the default one (cf. reset/2). If
you need to differentiate between unset and set entries, you must make sure that the default value cannot be confused
with the values of set entries.

The array never shrinks automatically; if anindex | has been used successfully to set an entry, al indicesin the range
[O,1 ] will stay accessible unless the array size is explicitly changed by calling resize/2.

Examples:
%6 Create a fixed-size array with entries 0-9 set to 'undefined'

A0 array: new 10).
10 array: si ze(A0) .

%6 Create an extendible array and set entry 17 to 'true',
% causing the array to grow automatically

Al array: set (17, true, array:new()).

18 array: si ze(Al).

%% Read back a stored val ue
true = array:get (17, Al).

%% Accessing an unset entry returns the default val ue
undefined = array: get(3, Al).

%% Accessing an entry beyond the |ast set entry also returns the
%6 default value, if the array does not have fixed size
undefined = array: get (18, Al).

%% "sparse" functions ignore default-valued entries
A2 = array:set(4, false, Al).
[{4, false}, {17, true}] = array:sparse_to_orddict(A2).

%% An extendi bl e array can be made fixed-size |ater
A3 = array:fix(A2).

%6 A fixed-size array does not grow autonatically and does not
%% al | ow accesses beyond the | ast set entry

{"EXIT ,{badarg, _}} (catch array:set (18, true, A3)).

{"EXIT ,{badarg, _}} (catch array: get (18, A3)).

Data Types
array()

A functional, extendible array. The representation is not documented and is subject to change without notice. Note
that arrays cannot be directly compared for equality.
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array_indx() = integer() >=0
array_opts() = array_opt() | [array_opt()]
array_opt () {fixed, bool ean()}

| fixed

| {default, Value :: term()}
| {size, N:: integer() >= 0}
| (N:: integer() >= 0)

i ndx_pairs() = [indx_pair()]
indx_pair() = {Index :: array_indx(), Value :: term()}

Exports

defaul t (Array :: array()) -> term)
Get the value used for uninitialized entries.
See also: new/2.

fix(Array :: array()) -> array()
Fix the size of the array. This preventsit from growing automatically upon insertion; see also set/3.
Seealso: relax/1.

foldl (Function, InitialAcc :: A Array :: array()) -> B
Types:
Function =
fun((Index :: array_indx(), Value :: term(), Acc :: A) -> B)

Fold the elements of the array using the given function and initial accumulator value. The elementsarevisited in order
from the lowest index to the highest. If Funct i on isnot afunction, the call fails with reason badar g.

See also: foldr/3, map/2, sparse foldl/3.

foldr(Function, InitialAcc :: A Array :: array()) -> B
Types:
Function =
fun((Index :: array_indx(), Value :: term(), Acc :: A) -> B)

Fold the elements of the array right-to-left using the given function and initial accumulator value. The elements are
visited in order from the highest index to thelowest. If Funct i on isnot afunction, thecall failswithreasonbadar g.

See also: foldl/3, map/2.

fromlist(List :: list()) -> array()
Equivaent to from list(List, undefined).

fromlist(List :: list(), Default :: term()) -> array()

Convert alist to an extendible array. Def aul t is used as the value for uninitialized entries of the array. If Li st is
not a proper list, the call fails with reason badar g.

See also: new/2, to_list/1.

Ericsson AB. All Rights Reserved.: STDLIB | 27



array

fromorddict(Orddict :: indx_pairs()) -> array()
Equivalent to from_orddict(Orddict, undefined).

fromorddict(Oddict :: indx_pairs(), Default :: ternm()) ->
array()

Convert an ordered list of pairs { | ndex, Val ue} to acorresponding extendible array. Def aul t is used as the
value for uninitialized entries of the array. If Or ddi ct isnot a proper, ordered list of pairs whose first elements are
nonnegative integers, the call fails with reason badar g.

See also: new/2, to_orddict/1.

get(l :: array_indx(), Array :: array()) -> term)

Getthevalueof entry | . If I isnot anonnegativeinteger, or if thearray hasfixedsizeand | islarger than the maximum
index, the call failswith reason badar g.

If the array does not have fixed size, this function will return the default value for any index | greater than
size(Array)-1.

See also: set/3.

is array(X :: term()) -> bool ean()

Returnst r ue if X appearsto be an array, otherwisef al se. Notethat the check isonly shallow; thereis no guarantee
that X isawell-formed array representation even if thisfunction returnst r ue.

is_ fix(Array :: array()) -> bool ean()
Check if the array hasfixed size. Returnst r ue if the array isfixed, otherwisef al se.
See also: fix/1.

map(Function, Array :: array()) -> array()
Types:
Function =
fun((lndex :: array_indx(), Value :: term()) ->term))

Map the given function onto each element of the array. The elements are visited in order from the lowest index to the
highest. If Funct i on isnot afunction, the call fails with reason badar g.

See also: foldl/3, foldr/3, sparse_map/2.

new() -> array()
Create anew, extendible array with initial size zero.

See also: new/1, new/2.

new( Options :: array_opts()) -> array()

Create a new array according to the given options. By default, the array is extendible and has initial size zero. Array
indices start at 0.

Opt i ons isasingleterm or alist of terms, selected from the following:
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N::integer() >= Oor{size, N :integer() >= 0}

Specifiestheinitia size of the array; thisalso implies{ f i xed, true}.If Nisnot anonnegative integer, the
call failswith reason badar g.

fixedor{fixed, true}
Creates afixed-size array; see also fix/1.
{fixed, false}
Creates an extendible (non fixed-size) array.
{default, Value}
Sets the default value for the array to Val ue.
Options are processed in the order they occur inthe list, i.e., later options have higher precedence.
The default value is used as the value of uninitialized entries, and cannot be changed once the array has been created.
Examples:

array: new( 100)

creates afixed-size array of size 100.
array: new {default, 0})

creates an empty, extendible array whose default valueis 0.
array: new([{si ze, 10}, {fi xed, fal se}, {defaul t,-1}])

creates an extendible array with initial size 10 whose default valueis-1.
See also: fix/1, from _list/2, get/2, new/O, new/2, set/3.

new(Size :: integer() >= 0, Options :: array_opts()) -> array()

Create a new array according to the given size and options. If Si ze is not a nonnegative integer, the call fails with
reason badar g. By default, the array has fixed size. Note that any size specificationsin Opt i ons will override the
Si ze parameter.

If Opti ons isaligt, thisissimply equivalenttonew( [ { si ze, Size} | Options],otherwiseitisequivalent
tonew([{size, Size} | [Options]].However, using thisfunction directly is more efficient.
Example:

array: new 100, {default, 0})

creates afixed-size array of size 100, whose default valueis 0.

See also: new/1.

relax(Array :: array()) -> array()
Make the array resizable. (Reverses the effects of fix/1.)
Seealso: fix/l.
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reset(l :: array_indx(), Array :: array()) -> array()

Reset entry | to the default value for the array. If the value of entry | is the default value the array will be returned
unchanged. Reset will never change size of the array. Shrinking can be done explicitly by calling resize/2.

If I isnot anonnegative integer, or if the array has fixed sizeand | islarger than the maximum index, the call fails
with reason badar g; cf. set/3

See also: new/2, set/3.

resize(Array :: array()) -> array()

Change the size of the array to that reported by sparse size/1. If the given array has fixed size, the resulting array
will aso have fixed size.

See also: resize/2, sparse size/l.

resize(Size :: integer() >= 0, Array :: array()) -> array()

Change the size of the array. If Si ze is not a nonnegative integer, the call fails with reason badar g. If the given
array has fixed size, the resulting array will also have fixed size.

set(l :: array_indx(), Value :: term(), Array :: array()) ->
array()

Set entry | of thearray to Val ue. If | isnot a nonnegative integer, or if the array has fixed sizeand | islarger than
the maximum index, the call fails with reason badar g.

If the array does not have fixed size, and | isgreater thansi ze( Array) - 1, thearray will grow tosizel +1.
See also: get/2, reset/2.

size(Array :: array()) -> integer() >=0

Get the number of entriesinthe array. Entries are numbered from0tosi ze( Arr ay) - 1; hence, thisisalso the index
of thefirst entry that is guaranteed to not have been previously set.

See also: set/3, sparse_size/l.

sparse_foldl (Function, InitialAcc :: A Array :: array()) -> B
Types:
Function =

fun((lndex :: array_indx(), Value :: tern(), Acc :: A -> B)

Fold the elements of the array using the given function and initial accumulator value, skipping default-valued entries.
The elements are visited in order from the lowest index to the highest. If Funct i on isnot afunction, the call fails
with reason badar g.

See also: foldl/3, sparse foldr/3.

sparse_foldr(Function, InitialAcc :: A Array :: array()) -> B
Types:
Function =

fun((lndex :: array_indx(), Value :: tern(), Acc :: A -> B)

Fold the elements of the array right-to-left using the given function and initial accumulator value, skipping default-
valued entries. The elements are visited in order from the highest index to the lowest. If Funct i on isnot afunction,
the call fails with reason badar g.
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See also: foldr/3, sparse foldl/3.

sparse_map(Function, Array :: array()) -> array()
Types:
Function =
fun((Index :: array_indx(), Value :: term()) -> term))

Map the given function onto each element of the array, skipping default-valued entries. The elements are visited in
order from the lowest index to the highest. If Funct i on isnot afunction, the call fails with reason badar g.

See also: map/2.

sparse_size(Array :: array()) ->integer() >=0

Get the number of entriesin the array up until the last non-default valued entry. In other words, returns| +1 if | isthe
last non-default valued entry in the array, or zero if no such entry exists.

See also: resizell, size/l.

sparse to list(Array :: array()) -> list()
Convertsthe array to alist, skipping default-valued entries.
See also: to_list/1.

sparse_to_orddict(Array :: array()) -> indx_pairs()
Convert the array to an ordered list of pairs{ | ndex, Val ue}, skipping default-valued entries.
See also: to_orddict/1.

to_list(Array :: array()) -> list()
Convertsthe array to alist.
Seealso: from list/2, sparse to list/1.

to_orddict(Array :: array()) -> indx_pairs()
Convert the array to an ordered list of pairs{ | ndex, Val ue}.
See also: from_orddict/2, sparse to_orddict/1.
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base64

Erlang module

Implements base 64 encode and decode, see RFC2045.

Data Types
ascii_string() = [1..255]

Exports

encode(Data) -> Baseb64
encode_to_string(Data) -> Base64String
Types:

Data = string() | binary()

Base64 = binary()

Base64String = ascii_string()

Encodes aplain ASCII string into base64. The result will be 33% larger than the data.

decode(Base64) -> Data
decode to_string(Base64) -> DataString
nm ne_decode(Base64) -> Data
m ne_decode_to_string(Base64) -> DataString
Types.
Base64 = string() | binary()
Data = binary()
DataString = string()
Decodes a hase64 encoded string to plan ASCIl. See RFC4648. m ne_decode/1 and

m ne_decode_to_string/ 1 strips away illega characters, while decode/ 1 and decode_to_string/1
only strips away whitespace characters.
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beam_lib

Erlang module

beam | i b providesaninterface to files created by the BEAM compiler ("BEAM files"). The format used, avariant
of "EA IFF 1985" Standard for Interchange Format Files, divides datainto chunks.

Chunk data can be returned as binaries or as compound terms. Compound terms are returned when chunks are
referenced by names (atoms) rather than identifiers (strings). The names recognized and the corresponding identifiers
are;

e abstract _code ("Abst")

e attributes ("Attr")

e conmpile_info ("Clnf")

e exports ("ExpT")

« labeled exports ("ExpT")

e inports ("InmpT")

e« indexed_inports ("InpT")

e locals ("LocT")

e Jlabeled locals ("LocT")

e atons ("Atont)

Debug Information/Abstract Code

The option debug_i nf o can be given to the compiler (see compile(3)) in order to have debug information in the
form of abstract code (see The Abstract Format in ERTS User's Guide) stored intheabst r act _code chunk. Tools
such as Debugger and Xref require the debug information to be included.

Warning:

Source code can be reconstructed from the debug information. Use encrypted debug information (see below) to
prevent this.

The debug information can also be removed from BEAM files using strip/1, strip_files/1 and/or strip_release/1.

Reconstructing source code

Here is an example of how to reconstruct source code from the debug information in a BEAM file Beam

{ok,{_,[{abstract_code,{_,ACt}]}} = beam.|ib: chunks(Beam [ abstract code]).
io:fwite("~s~n", [erl_prettypr:format(erl_syntax:formlist(AC))]).

Encrypted debug information

The debug information can be encrypted in order to keep the source code secret, but still being able to use tools such
as Xref or Debugger.

To use encrypted debug information, a key must be provided to the compiler and beam | i b. The key isgiven asa
string and it is recommended that it contains at least 32 characters and that both upper and lower case letters as well
as digits and special characters are used.
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The default type -- and currently the only type -- of crypto algorithm isdes3_cbc, three rounds of DES. The key
string will be scrambled using er | ang: nd5/ 1 to generate the actual keys used for des3_chc.

Note:

Asfar aswe know by the time of writing, it isinfeasibleto break des3_cbc encryption without any knowledge
of the key. Therefore, aslong asthe key is kept safe and is unguessable, the encrypted debug information should
be safe from intruders.

There are two ways to provide the key:

*  Usethe compiler option { debug_i nf o, Key}, see compile(3), and the function crypto_key _fun/1 to register a
fun which returns the key whenever beam | i b needsto decrypt the debug information.

If no such funisregistered, beam | i b will instead search for a. er | ang. crypt file, see below.
« Storethekey inatextfilenamed. er | ang. crypt .

In this case, the compiler option encr ypt _debug_i nf o can be used, see compile(3).
.erlang.crypt

beam | i b searchesfor. er | ang. cr ypt inthecurrent directory and then the home directory for the current user.
If thefileisfound and contains akey, beam | i b will implicitly create a crypto key fun and register it.

The. erl ang. crypt fileshould contain asinglelist of tuples:

{debug_i nfo, Mdde, Module, Key}

Mbde isthetype of crypto agorithm; currently, the only allowed valuethusisdes3_chc. Modul e iseither an atom,
in which case Key will only be used for the module Modul e, or [ ], in which case Key will be used for all modules.
Key isthe non-empty key string.

The Key in the first tuple where both Mode and Modul e matches will be used.
Hereisan exampleof an. er | ang. crypt filethat returns the same key for all modules:

[{debug_i nfo, des3_chc, [], "%7}| pc/ DM6Cga*68$M\ L#& Gejr] GM"}].

And here is a dightly more complicated example of an . er | ang. cr ypt which provides one key for the module
t , and another key for all other modules:

[{debug_info, des3 chc, t, "My KEY"},
{debug_i nfo, des3_cbc, [], "%7}|pc/ DM6Cga*68$M\ L#& Cejr] G\"}].

Note:

Do not use any of the keys in these examples. Use your own keys.
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Data Types
beam() = nmodule() | file:filename() | binary()

Each of the functions described below accept either the module name, the filename, or a binary containing the beam
module.

chunkdat a() = {chunkid(), dataB()}
{abstract _code, abst_code()}
{attributes, [attrib_entry()]}
{compile_info, [compinfo_entry()]}

|

I

| {exports, [{aton(), arity()}]}

| {label ed_exports, [|abeled_entry()]}
|
|

{inports, [nfa()]}
{i ndexed_i nports,
[{i ndex(),
nmodul e(),
Function :: aton(),

arity()}1}

| {locals, [{atom(), arity()}]}
| {labeled_locals, [l|abeled_entry()]}

| {atoms, [{integer(), aton()}]}

Thelist of attributesissortedon At t ri but e (in attrib_entry()), and each attribute name occurs once in thelist. The
attribute values occur in the same order asin the file. Thelists of functions are also sorted.

chunki d() = nonenpty_string()

"Abgt" | "Attr" | "CInf" | "ExpT" | "ImpT" | "LocT" | "Atom"

dataB() = binary()

abst _code() = {AbstVersion :: aton(), forns()}
| no_abstract code

It is not checked that the forms conform to the abstract format indicated by Abst Ver si on.no_abstract _code
meansthat the" Abst " chunk is present, but empty.

forns() = [erl _parse:abstract_form()]

compinfo_entry() = {InfoKey :: atom(), term()}

attrib_entry() =
{Attribute :: atom(), [Attributevalue :: term()]}

| abel ed_entry() = {Function :: atom(), arity(), label()}
i ndex() = integer() >=0

| abel () = integer()

chunkref () = chunknanme() | chunkid()

chunknane() = abstract_code
attributes
conpile_info

exports

| abel ed_exports
i mports

i ndexed_i nports
| ocal s

| abel ed_l ocal s
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| atons

chnk_rsn() = {unknown_chunk, file:filename(), atom()}
| {key_missing or _invalid,
file:filenane(),
abstract code}
| info_rsn()
info_rsn() = {chunk_too_big,
file:filenane(),

chunki d(),
ChunkSi ze :: integer() >= 0,
FileSize :: integer() >= 0}

| {invalid_beamfile,

file:filenane(),

Position :: integer() >= 0}
{invalid_chunk, file:filenane(), chunkid
{m ssing_chunk, file:filenane(), chunkid
{not _a_beamfile, file:filenanme()}
{file_error, file:filenane(), file:posix()}

()}
()}

Exports

chunks(Beam ChunkRefs) ->
{ok, {module(), [chunkdata()]}} |
{error, beamlib, chnk_rsn()}

Types:
Beam = bean()
ChunkRefs = [chunkref ()]

Reads chunk data for selected chunks refs. The order of the returned list of chunk data is determined by the order of
thelist of chunks references.

chunks(Beam ChunkRefs, Options) ->
{ok, {nmodule(), [ChunkResult]}} |
{error, beamlib, chnk_rsn()}
Types:
Beam = beam()
ChunkRefs = [chunkref ()]
Options = [all ow m ssing_chunks]
ChunkResult = chunkdat a()
| {ChunkRef :: chunkref(), m ssing_chunk}

Reads chunk data for selected chunks refs. The order of the returned list of chunk data is determined by the order of
thelist of chunks references.

By default, if any requested chunk is missing in Beam an error tuple is returned. However, if the option
al | ow_m ssi ng_chunks has been given, aresult will be returned even if chunks are missing. In the result list,
any missing chunks will be represented as { ChunkRef , ni ssi ng_chunk} . Note, however, that if the " At ont'
chunk if missing, that is considered afatal error and the return value will bean er r or tuple.

versi on(Bean) ->
{ok, {nodule(), [Version :: term()]}} |
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{error, beamlib, chnk_rsn()}
Types:
Beam = beam()

Returns the module version(s). A version is defined by the module attribute - vsn( Vsn) . If this attribute is not
specified, the version defaults to the checksum of the module. Note that if the version Vsn is not alist, it is made
into one, that is{ ok, { Modul e, [ Vsn] }} isreturned. If there are several - vsn module éttributes, the result is the
concatenated list of versions. Examples:

1> beam lib:version(a). %-vsn(1l).

{ok,{a, [1]}}

2> beam | i b:version(b). %-vsn([1]).

{ok, {b, [1]}}

3> beam |ib:version(c). %-vsn([1]). -vsn(2).

{ok,{c,[1,2]}}
4> beam | i b:version(d). % no -vsn attribute
{ok, {d, [275613208176997377698094100858909383631] } }

nmd5(Bean) -> {ok, {nodule(), MD5}} | {error, beamlib, chnk_rsn()}
Types:
Beam = beam()
MD5 = binary()
Calculates an MD5 redundancy check for the code of the module (compilation date and other attributes are not
included).

info(Bean) -> [InfoPair] | {error, beamlib, info_rsn()}

Types:
Beam = beam()
I nf oPai r {file, Filename :: file:filename()}

| {binary, Binary :: binary()}
| {nodule, Mdule :: nodul e()}
I

{chunks,

[{Chunkld :: chunkid(),
Pos :: integer() >= 0,
Size :: integer() >= 0}]}

Returns alist containing some information about a BEAM fileastuples{Item | nf 0}:
{file, Filenane} | {binary, Binary}

The name (string) of the BEAM file, or the binary from which the information was extracted.
{modul e, Modul e}

The name (atom) of the module.
{chunks, [{Chunkld, Pos, Size}]}

For each chunk, the identifier (string) and the position and size of the chunk data, in bytes.

cnp(Beanl, BeanR) -> ok | {error, beamlib, cnp_rsn()}
Types.
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Beanl = Bean? = bean()

cnp_rsn() = {nodul es_different, modul e(), nodule()}
| {chunks_different, chunkid()}
| different_chunks
| info_rsn()

Compares the contents of two BEAM files. If the module names are the same, and all chunks
except for the "Cl nf" chunk (the chunk containing the compilation information which is returned by
Modul e: modul e_i nf o( conpi | €)) have the same contents in both files, ok is returned. Otherwise an error
message is returned.

cnp_dirs(Dirl, Dir2) ->
{Onlyl, Only2, Different} | {error, beamlib, Reason}
Types:
Dirl = Dir2 = aton() | file:filename()
Onlyl = Only2 = [file:filename()]

Different =
[{Filenanel :: file:filenanme(), Filenane2 :: file:filenanme()}]
Reason = {not_a directory, term)} | info_rsn()

The cnp_di r s/ 2 function compares the BEAM files in two directories. Only files with extension " . beant' are
compared. BEAM files that exist in directory Di r 1 (Di r 2) only are returned in Onl y1 (Onl y2). BEAM files that
exist on both directories but are considered different by cnp/ 2 are returned as pairs {Fi | enanel, Fi | enane?2}
whereFi | enanel (Fi | enanme?2) existsin directory Di r 1 (Di r 2).

diff_dirs(Dirl, Dir2) -> ok | {error, beamlib, Reason}

Types:
Dirl =Dir2 =aton() | file:filenane()
Reason = {not_a _directory, term()} | info_rsn()

Thedi ff _di r s/ 2 function compares the BEAM files in two directories the way cnp_di r s/ 2 does, but names
of filesthat exist in only one directory or are different are presented on standard output.

strip(Beanmt) ->
{ok, {nodule(), Bean}} | {error, beamlib, info_rsn()}

Types:
Beanl = Bean? = bean()

Thestri p/ 1 function removes al chunks from a BEAM file except those needed by the loader. In particular, the
debug information (abst r act _code chunk) is removed.

strip files(Files) ->
{ok, [{rodul e(), Beant]} |
{error, beamlib, info_rsn()}

Types.
Files = [beam()]
Beam = beam()
Thestrip_fil es/ 1 functionremovesall chunksexcept those needed by theloader from BEAM files. In particular,

the debug information (abst r act _code chunk) is removed. The returned list contains one element for each given
filename, in the sameorder asinFi | es.
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strip_release(Root :: Dir | file:filename()) ->
{ok, [{rmodule(), file:filename()}]} |
{error, beamlib, Reason}

Types:
Dir = atom() | file:filenane()
Reason = {not_a directory, term()} | info_rsn()

Thestri p_rel ease/ 1 function removes all chunks except those needed by the loader from the BEAM files of a
release. Di r should be the installation root directory. For example, the current OTP release can be stripped with the
cal beam |lib:strip_rel ease(code:root _dir()).

format _error(Reason) -> io_|lib:chars()
Types.
Reason = term()

Given the error returned by any function in this module, the function f or mat _er r or returns adescriptive string of
the error in English. For file errors, the functionf i | e: f or mat _err or ( Posi x) should be called.

crypto_key_fun(CryptoKeyFun) -> ok | {error, Reason}
Types:
Crypt oKeyFun = crypto_fun()
Reason = badfun | exists | term)
crypto_fun() = fun((crypto_fun_arg()) -> term))
crypto_fun_arg() = init
| clear
| {debug_i nfo,
node(),

nmodul e(),
file:filenane()}

node() = des3 _cbc

The crypt o_key_ fun/ 1 function registers a unary fun that will be caled if beam | i b needs to read an
abstract _code chunk that has been encrypted. The funisheld in aprocess that is started by the function.

If there aready is afun registered when attempting to register afun, { err or, exi st s} isreturned.
The fun must handl e the following arguments:

Crypt oKeyFun(init) -> ok | {ok, NewCryptoKeyFun} | {error, Tern}

Called when the fun is registered, in the process that holds the fun. Here the crypto key fun can do any necessary
initializations. If { ok, NewCr ypt oKeyFun} isreturned then NewCr ypt oKeyFun will be registered instead of
Crypt oKeyFun. If {error, Tern} isreturned, the registration is aborted and cr ypt o_key fun/ 1 returns
{error, Tern} aswdll.

Crypt oKeyFun({debug_i nfo, Mdde, Mdul e, Filenane}) -> Key

Called when the key is needed for the module Mbdul e in the file named Fi | enane. Mode is the type of crypto
algorithm; currently, the only possible value thusisdes3_cbc. The call should fail (raise an exception) if there is
no key available.
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Crypt oKeyFun(cl ear) -> term)

Called beforethefunisunregistered. Here any cleaning up can bedone. Thereturn valueisnot important, but is passed
back to the caller of cl ear _crypt o_key_fun/ 0 aspart of its return value.

clear_crypto_key fun() -> undefined | {ok, Result}
Types:
Result = undefined | tern()
Unregisters the crypto key fun and terminates the process holding it, started by cr ypt o_key fun/ 1.

Thecl ear _crypto_key_ fun/ 1 either returns{ ok, undefi ned} if there was no crypto key fun registered,
or{ok, Tern},whereTer misthereturnvauefrom Cr ypt oKeyFun(cl ear),seecrypto_key_fun/ 1.
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binary

Erlang module

This module contains functions for manipulating byte-oriented binaries. Although the majority of functions could be
implemented using bit-syntax, the functions in this library are highly optimized and are expected to either execute
faster or consume less memory (or both) than a counterpart written in pure Erlang.

The module isimplemented according to the EEP (Erlang Enhancement Proposal) 31.

Note:

Thelibrary handles byte-oriented data. Bitstrings that are not binaries (does not contain whole octets of bits) will
result in abadar g exception being thrown from any of the functions in this module.

Data Types

cp()

Opaque data-type representing a compiled search-pattern. Guaranteed to be atuple() to allow programs to distinguish
it from non precompiled search patterns.

part() = {Start :: integer() >= 0, Length :: integer()}

A representaion of a part (or range) in a binary. Start is a zero-based offset into a binary() and Length is the length
of that part. Asinput to functions in this module, a reverse part specification is allowed, constructed with a negative
Length, so that the part of the binary begins at Start + Length and is -Length long. Thisis useful for referencing the
last N bytes of abinary as{ size(Binary), -N}. Thefunctionsin this module always return part()'s with positive Length.

Exports

at (Subj ect, Pos) -> byte()
Types:
Subj ect = binary()
Pos = integer() >= 0
Returns the byte at position Pos (zero-based) in the binary Subj ect as an integer. If Pos >=
byt e_si ze(Subj ect),abadar g exceptionisraised.

bin to list(Subject) -> [byte()]
Types:
Subj ect = binary()
Thesameasbin_to_|ist(Subject, {0, byte size(Subject)}).

bin to |ist(Subject, PosLen) -> [byte()]
Types.

Subj ect = binary()

PosLen = part()
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Converts Subj ect toalist of byt e() s, each representing the value of one byte. Thepart () denotes which part
of the bi nar y() to convert. Example:

1> binary:bin_to_|list(<<"erlang">> {1, 3}).
"rla
%o or [114,108,97] in list notation.

If PosLen in any way references outside the binary, abadar g exception is raised.

bin_to_|ist(Subject, Pos, Len) -> [byte()]
Types:

Subj ect = binary()

Pos = integer() >= 0

Len = integer() >=0
Thesameas bin_to_list(Subject, {Pos, Len}).

conpil e_pattern(Pattern) -> cp()
Types:
Pattern = binary() | [ binary() ]
Builds an internal structure representing a compilation of a search-pattern, later to be used in the match/3, matches/3,

split/3 or replace/4 functions. The cp() returned is guaranteed to be at upl e() to alow programs to distinguish
it from non pre-compiled search patterns

When a list of binaries is given, it denotes a set of adternative binaries to search for.
l.e if [<<"functional">> <<"progranm ng">>] is given as Pattern, this means "either
<<"functional ">> or <<" progr ami ng" >>". The pattern is a set of aternatives, when only a single binary
isgiven, the set has only one element. The order of alternativesin a pattern is not significant.

Thelist of binaries used for search aternatives shall be flat and proper.
If Pat t er n isnot abinary or aflat proper list of binaries with length > 0, abadar g exception will be raised.

copy(Subj ect) -> binary()
Types:

Subj ect = binary()
Thesameascopy( Subj ect, 1).

copy(Subject, N -> binary()
Types:
Subj ect = binary()
N = integer() >= 0
Creates abinary with the content of Subj ect duplicated N times.

This function will always create a new binary, evenif N = 1. By using copy/ 1 on abinary referencing a larger
binary, one might free up the larger binary for garbage collection.

42 | Ericsson AB. All Rights Reserved.: STDLIB



binary

Note:

By deliberately copying a single binary to avoid referencing a larger binary, one might, instead of freeing up
the larger binary for later garbage collection, create much more binary data than needed. Sharing binary datais
usually good. Only in special cases, when small partsreference large binaries and the large binaries are no longer
used in any process, deliberate copying might be a good idea.

If N< O, abadar g exception israised.

decode_unsi gned( Subj ect) -> Unsi gned
Types:

Subj ect = binary()

Unsigned = integer() >= 0
Thesameasdecode_unsi gned( Subj ect, bi g) .

decode_unsi gned( Subj ect, Endi aness) -> Unsi gned

Types:
Subj ect = binary()
Endi aness = big | little

Unsigned = integer() >= 0

Converts the binary digit representation, in big or little endian, of a positive integer in Subj ect to an Erlang
i nteger ().

Example:

1> bi nary: decode_unsi gned(<<169, 138, 199>>, bi g) .
11111111

encode_unsi gned( Unsi gned) -> binary()
Types:

Unsigned = integer() >= 0
Thesameasencode_unsi gned( Unsi gnhed, bi g) .

encode_unsi gned( Unsi gned, Endi aness) -> binary()

Types:
Unsigned = integer() >= 0
Endi aness = big | little

Converts a positive integer to the smallest possible representation in a binary digit representation, either big or little
endian.

Example:

1> bi nary: encode_unsi gned(11111111, bi g) .
<<169, 138, 199>>
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first(Subject) -> byte()
Types:
Subj ect = binary()

Returns the first byte of the binary Subj ect as an integer. If the size of Subj ect is zero, abadar g exception
israised.

| ast (Subj ect) -> byte()
Types:
Subj ect = binary()

Returns the last byte of the binary Subj ect as an integer. If the size of Subj ect is zero, abadar g exception
israised.

list_to_bin(ByteList) -> binary()
Types:
BytelLi st = iodata() (see nodul e erl ang)

Worksexactly aserl ang: | i st _to_bi nary/ 1, added for completeness.

| ongest _comon_prefi x(Binaries) -> integer() >= 0
Types.
Binaries = [ binary() ]
Returns the length of the longest common prefix of the binariesin thelist Bi nar i es. Example:

1> bi nary: | ongest _comon_prefi x([ <<"erl| ang">>, <<"er gonony">>]).
2

2> binary: | ongest _common_prefix([<<"erlang">>, <<"per|">>]).

0

If Bi nari es isnot aflat list of binaries, abadar g exception is raised.

| ongest _common_suffix(Binaries) -> integer() >= 0
Types:
Binaries = [ binary() ]
Returns the length of the longest common suffix of the binariesin the list Bi nar i es. Example:

1> binary: | ongest _common_suffi x([ <<"erl ang">>, <<"fang">>]).
3
2> binary: | ongest _common_suffix([<<"erlang">>, <<"perl|">>]).
0

If Bi nari es isnot aflat list of binaries, abadar g exception israised.
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mat ch( Subj ect, Pattern) -> Found | nomatch
Types:
Subj ect = binary()
Pattern binary() | [ binary() 1 | cp()
Found = part ()

Thesameasnmat ch( Subj ect, Pattern, []).

mat ch( Subj ect, Pattern, Opti ons) -> Found | nomatch
Types:
Subj ect = binary()
Pattern = binary() | [ binary() 1 | cp()
Found = part ()
Options = [ Option ]
Option = {scope, part()}
Searches for the first occurrence of Pat t er n in Subj ect and returns the position and length.

The function will return { Pos, Lengt h} for the binary in Pat t er n starting at the lowest position in Subj ect
Example:

1> bi nary: mat ch(<<"abcde">>, [<<"bcde">>, <<"cd">>],[]).
{14}

Even though <<" cd" >> ends before <<" bcde" >>, <<" bcde" >> begins first and is therefore the first match. If
two overlapping matches begin at the same position, the longest is returned.

Summary of the options:
{scope, { Start, Length}}

Only the given part is searched. Return values still have offsets from the beginning of Subj ect . A negative
Lengt h isalowed as described in the TYPES section of this manual.

If none of the stringsin Pat t er n isfound, the atom nomat ch is returned.
For adescription of Pat t er n, see compile_pattern/1.

If {scope, {Start, Length}} isgivenin the options such that St art islarger than the size of Subj ect,
Start + Lengt hislessthanzeroor St art + Lengt hislarger thanthesize of Subj ect ,abadar g exception
israised.

mat ches( Subj ect, Pattern) -> Found

Types:
Subj ect = binary()
Pattern = binary() | [ binary() 1 | cp()

Found = [ part() 1 | []
Thesameasnat ches( Subj ect, Pattern, []).

mat ches( Subj ect, Pattern, Opti ons) -> Found

Types:
Subj ect = binary()
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Pattern = binary() | [ binary() 1 | cp()
Found = [ part() ] | []
Options = [ Option ]

Option = {scope, part()}

Works like match, but the Subj ect is searched until exhausted and a list of al non-overlapping parts matching
Pat t er n isreturned (in order).

Thefirst and longest match is preferred to a shorter, which isillustrated by the following example:

1> bi nary: mat ches(<<"abcde" >>,
[ <<"bcde">>, <<"bc">>>, <<"de">>],[]).

[{1,4}]

Theresult showsthat <<"bcde">> is selected instead of the shorter match <<"bc">> (which would have givenraise to
one more match,<<"de">>). This corresponds to the behavior of posix regular expressions (and programs like awk),
but is not consistent with aternative matches in re (and Perl), where instead lexical ordering in the search pattern
selects which string matches.

If none of the stringsin pattern is found, an empty list is returned.
For adescription of Pat t er n, see compile pattern/1 and for a description of available options, see match/3.

If {scope, {Start, Length}} isgivenin the options such that St art islarger than the size of Subj ect,
Start + Lengt hislessthanzeroor St art + Lengt hislarger thanthesizeof Subj ect ,abadar g exception
israised.

part (Subject, PosLen) -> binary()
Types:

Subj ect = binary()

PosLen = part()

Extracts the part of the binary Subj ect described by PosLen.
Negative length can be used to extract bytes at the end of a binary:

1> Bin = <<1,2,3,4,5,6,7, 8,9, 10>>.
2> binary:part(Bin,{byte_size(Bin), -5}).
<<6, 7, 8,9, 10>>

Note:

part/2and part/3 are also available in the erl ang module under the names bi nary part/2 and
bi nary_part/ 3. Those BIFs are allowed in guard tests.

If PosLen in any way references outside the binary, abadar g exception israised.
part (Subject, Pos, Len) -> binary()

Types:
Subj ect = binary()
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Pos
Len

integer() >=0
integer() >=0

Thesameaspart ( Subj ect, {Pos, Len}).

referenced_byte_size(binary()) -> integer() >= 0

If a binary references a larger binary (often described as being a sub-binary), it can be useful to get the size of the
actual referenced binary. This function can be used in a program to trigger the use of copy/ 1. By copying abinary,
one might dereference the original, possibly large, binary which asmaller binary is areference to.

Example:

store(Bi nary, GBSet) ->
NewBi n =
case binary:referenced_byte_size(Binary) of
Large when Large > 2 * byte_size(Binary) ->
bi nary: copy(Bi nary);
->
Bi nary

end,
gb_sets:insert(NewBi n, GBSet) .

In this example, we chose to copy the binary content before inserting it in the gb_set () if it references a binary
more than twice the size of the data we're going to keep. Of course different rules for when copying will apply to
different programs.

Binary sharing will occur whenever binaries are taken apart, this is the fundamental reason why binaries are
fast, decomposition can always be done with O(1) complexity. In rare circumstances this data sharing is however
undesirable, why this function together with copy/ 1 might be useful when optimizing for memory use.

Example of binary sharing:

1> A = binary: copy(<<1>>, 100).
<<1,1,1,1,1 ...

2> byte_size(A).

100

3> binary:referenced_byte_size(A)
100

4> << :10/ bi nary, B: 10/ bi nary, _/ bi nary>> = A
<<1,1,1,1,1 ...

5> byte_size(B).

10

6> bi nary: referenced_byte_size(B)
100

Note:

Binary datais shared among processes. If another process till references the larger binary, copying the part this
process uses only consumes more memory and will not free up the larger binary for garbage collection. Use this
kind of intrusive functions with extreme care, and only if areal problem is detected.
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repl ace( Subj ect, Pattern, Replacenent) -> Result
Types:

Subj ect = binary()

Pattern binary() | [binary()] | cp()

Repl acement = Result = binary()

Thesameasr epl ace( Subj ect, Pattern, Repl acenent,[]).

repl ace( Subj ect, Pattern, Replacenent, Options) -> Result

Types.
Subj ect = binary()
Pattern = binary() | [binary()] | cp()

Repl acement = bi nary()

Options = [ Option]

Option gl obal | {scope, part()} | {insert_replaced, |nsPos}
I nsPos = OnePos | [ OnePos]

OnePos = integer() >= 0

Aninteger() =< byte_size(Replacement)

Result = binary()

Constructs anew binary by replacing the partsin Subj ect matching Pat t er n with the content of Repl acenent .

If the matching sub-part of Subj ect giving raise to the replacement is to be inserted in the result, the option
{insert_replaced, |nsPos} will insert the matching part into Repl acenent at the given position (or
positions) before actually inserting Repl acemnent into the Subj ect . Example:

1> binary: repl ace(<<"abcde">>, <<"b">> <<"[]">> [{insert_repl aced, 1}]).

<<"a[ b] cde" >>

2> binary: repl ace(<<"abcde">>, [ <<"b">>, <<"d">>], <<"[]">>
[gl obal , {i nsert_repl aced, 1}]).

<<"a[b]c[d] e">>

3> bi nary: repl ace(<<"abcde">>, [ <<"b">>, <<"d">>], <<"[]">>
[gl obal , {insert_replaced, [1,1]}]).

<<"a[ bb] c[ dd] e" >>

4> binary: repl ace(<<"abcde">>, [ <<"Db">>, <<"d">>], <<"[-]">>
[gl obal , {insert_replaced, [1,2]}]).

<<"a[ b-b] c[d-d] e">>

If any position givenin | nsPos is greater than the size of the replacement binary, abadar g exception is raised.

Theoptionsgl obal and{scope, part ()} work asfor split/3. Thereturn typeisalwaysabi nary() .
For adescription of Pat t er n, see compile_pattern/1.

split(Subject, Pattern) -> Parts

Types.
Subj ect = binary()
Pattern = binary() | [binary()] | cp()
Parts = [binary()]

Thesameasspl it (Subject, Pattern, []).
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split(Subject, Pattern, Options) -> Parts
Types:
Subj ect = binary()
Pattern binary() | [binary()] | cp()
Options [ Option]
Option = {scope, part()} | trim]| gl obal
Parts = [binary()]

Splits Subj ect into alist of binaries based on Pat t er n. If the option global is not given, only the first occurrence
of Patt er nin Subj ect will giveriseto asplit.

The partsof Pat t er n actually found in Subj ect are not included in the result.
Example:

1> binary:split(<<1,255,4,0,0,0,2,3>>, [<<0,0,0>> <<2>>],[]).

[ <<1, 255, 4>>, <<2, 3>>]

2> binary:split(<<0,1,0,0,4, 255, 255,9>>, [<<0,0>>, <<255,255>>],[global]).
[ <<0, 1>>, <<4>>, <<9>>]

Summary of options:

{scope, part()}

Works as in match/3 and matches/3. Note that this only defines the scope of the search for matching strings,
it does not cut the binary before splitting. The bytes before and after the scope will be kept in the result. See
example below.

trim
Removes trailing empty parts of the result (asdoestriminre: split/3)
global

Repeats the split until the Subj ect is exhausted. Conceptualy the global option makes split work on the
positions returned by matches/3, while it normally works on the position returned by match/3.

Example of the difference between a scope and taking the binary apart before splitting:

1> binary: split(<<"banana">>, [<<"a">>],[{scope, {2,3}}]).

[ <<"ban">>, <<"na">>]

2> binary:split(binary: part(<<"banana">>,{2,3}),[<<"a">>],[]).
[<<"n">>, <<"n" >>]

The return type is always alist of binaries that are all referencing Subj ect . This means that the datain Subj ect
is not actually copied to new binaries and that Subj ect cannot be garbage collected until the results of the split are
no longer referenced.

For adescription of Pat t er n, see compile_pattern/1.
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Erlang module

The ¢ module enables users to enter the short form of some commonly used commands.

Note:

These functions are are intended for interactive use in the Erlang shell only. The module prefix may be omitted.

Exports

bt (Pid) -> ok | undefined
Types:
Pid = pid()
Stack backtrace for a process. Equivalent to er | ang: process_di spl ay(Pi d, backtrace).

c(File) -> {ok, Mdule} | error
c(File, Options) -> {ok, Mdule} | error
Types.

File = file:nanme()

Options = [conpile:option()]
Modul e = nodul e()

c/ 1, 2 compiles and then purges and loads the code for afile. Opt i ons defaultsto []. Compilation is equivalent to:

conpile:file(, ++ [report_errors, report_warnings])

Note that purging the code means that any processes lingering in old code for the module are killed without warning.
See code/ 3 for moreinformation.

cd(Dir) -> ok
Types:
Dir = file:nane()

Changes working directory to Di r, which may be a relative name, and then prints the name of the new working
directory.

2> cd("../erlang").
/ hore/ ron/ erl ang

flush() -> ok
Flushes any messages sent to the shell.
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hel p() -> ok
Displays help information: al valid shell internal commands, and commands in this module.

i() -> ok
ni() -> ok

i / 0 displays information about the system, listing information about all processes. ni / 0 does the same, but for al
nodes the network.

i(X Y, Z2) ->[{aton(), tern()}]
Types:
X=Y=2Z=linteger() >=0

Displaysinformation about a process, Equivalent to pr ocess_i nfo(pi d( X, Y, Z)), butlocation transparent.

| (Modul e) -> code:load ret()
Types:
Modul e = nodul e()

Purges and loads, or reloads, a module by caling code: purge(Mdule) followed by
code: | oad_fil e( Modul e).

Note that purging the code means that any processes lingering in old code for the module are killed without warning.
See code/ 3 for moreinformation.

lc(Files) -> ok
Types.
Files = [File]
File = file:fil enanme()

Compiles alist of filesby caling conpil e: file(File, [report_errors, report_warnings]) for
eachFil einFil es.

Is() -> ok
Listsfilesin the current directory.

Is(Dir) -> ok
Types:

Dir = file:nane()
Listsfilesin directory Di r .

m() -> ok
Displays information about the loaded modules, including the files from which they have been loaded.

nm(Modul ) -> ok
Types:

Modul e = nodul e()
Displays information about Modul e.
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nenmory() -> [{Type, Size}]

Types:
Type = atom()
Size = integer() >=0

Memory allocation information. Equivalenttoer | ang: nenory/ 0.

menory(Type) -> Size
nenory( Types) -> [{Type, Size}]
Types:
Types = [Type]
Type = atom()
Size = integer() >= 0
Memory allocation information. Equivalentto er | ang: menory/ 1.

nc(File) -> {ok, Module} | error
nc(File, Options) -> {ok, Mdule} | error
Types.
File = file:name()
Options = [Option] | Option
Option = conpil e:option()
Modul e = nodul e()
Compiles and then loads the code for afile on al nodes. Opt i ons defaultsto []. Compilation is equivalent to:

conpile:file(, ++ [report_errors, report_warnings])

nl (Modul e) -> abcast | error
Types:

Modul e = nodul e()
Loads Mbdul e on al nodes.

pid(X, Y, 2Z2) -> pid()
Types:
X=Y=2Z=linteger() >=0

Converts X, Y, Z to the pid <X. Y. Z>. This function should only be used when debugging.

pwd() -> ok

Prints the name of the working directory.

g() -> no_return()
Thisfunction isshorthand fori ni t : st op() , that is, it causes the node to stop in a controlled fashion.
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regs() -> ok
nregs() -> ok

r egs/ 0 displaysinformation about all registered processes. nr egs/ 0 doesthe same, but for all nodesin the network.

xn( MbdSpec) -> void()
Types.
ModSpec Modul e | Fil enane
Modul e atom)
Fil ename = string()

This function finds undefined functions, unused functions, and calls to deprecated functions in a module by calling

xref:nf 1.

y(File) -> YeccRet

Types:
File = nane() -- see filenane(3)
YeccRet = -- see yecc:filel2

Generates an LALR-1 parser. Equivalent to:

yecc:file(File)

y(File, Options) -> YeccRet

Types.
File = nane() -- see filenane(3)
Options, YeccRet = -- see yecc:file/2

Generates an LALR-1 parser. Equivalent to:

yecc:file(File, Options)

See Also
compile(3), filename(3), erlang(3), yecc(3), xref(3)
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calendar

Erlang module

Thismodul e provides computation of local and universal time, day-of-the-week, and several time conversion functions.

Timeisloca whenit isadjusted in accordance with the current time zone and daylight saving. Timeisuniversal when
it reflects the time at longitude zero, without any adjustment for daylight saving. Universal Coordinated Time (UTC)
timeisaso caled Greenwich Mean Time (GMT).

Thetimefunctions| ocal _ti nme/ 0 anduni ver sal _ti nme/ 0 provided in this module both return date and time.
Thereason for thisisthat separate functionsfor date and time may result in a date/time combination which is displaced
by 24 hours. This happensif one of the functionsis called before midnight, and the other after midnight. This problem
also applies to the Erlang BIFsdat e/ 0 and t i e/ 0, and their use is strongly discouraged if areliable date/time
stamp is required.

All dates conform to the Gregorian calendar. This calendar was introduced by Pope Gregory XlI1 in 1582 and was
used in al Catholic countries from this year. Protestant parts of Germany and the Netherlands adopted it in 1698,
England followed in 1752, and Russia in 1918 (the October revolution of 1917 took place in November according
to the Gregorian calendar).

The Gregorian calendar in this module is extended back to year 0. For a given date, the gregorian days is the number
of days up to and including the date specified. Similarly, the gregorian seconds for a given date and time, is the the
number of seconds up to and including the specified date and time.

For computing differences between epochs in time, use the functions counting gregorian days or seconds. If epochs
are given aslocal time, they must be converted to universal time, in order to get the correct value of the elapsed time
between epochs. Use of the functiont i me_di f f er ence/ 2 is discouraged.

There exists different definitions for the week of the year. The calendar module contains a week of the year
implementation which conforms to the 1SO 8601 standard. Since the week number for a given date can fall on the
previous, the current or on the next year it is important to provide the information which year is it together with the
week number. The function i so_week _nunber/ 0 andi so_week_nunber/ 1 returns a tuple of the year and
the week number.

Data Types

datetine() = {date(), tinme()}

dateti mel1970() = {{year1970(), nmonth(), day()}, time()}
date() = {year(), nmonth(), day()}

year() = integer() >= 0

Y ear cannot be abbreviated. Example: 93 denotes year 93, not 1993. Valid range depends on the underlying OS. The
date tuple must denote avalid date.
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year 1970() = 1970..10000

nmonth() = 1..12

day() = 1..31

time() = {hour(), mnute(), second()}
hour() = 0..23

nm nut e() 0..59

second() 0..59

daynum() = 1..7

ldom() =28 ] 29| 30| 31

year weeknum() = {year(), weeknum()}
weeknum() = 1..53

Exports

date_to_gregorian_days(Date) -> Days
date_to_gregori an_days(Year, Month, Day) -> Days

Types:
Date = date()
Year = year()
Mont h = nont h()
Day = day()

This function computes the number of gregorian days starting with year 0 and ending at the given date.

datetine_to_gregorian_seconds(DateTi ne) -> Seconds

Types.
Dat eTi me = datetinme()
Seconds = integer() >= 0

This function computes the number of gregorian seconds starting with year 0 and ending at the given date and time.

day_of _the_week(Date) -> daynun()
day_of _t he_week(Year, Mnth, Day) -> daynum()

Types:
Date = date()
Year = year()
Mont h = nont h()
Day = day()

This function computes the day of the week given Year , Mont h and Day. The return value denotes the day of the
week as 1: Monday, 2: Tuesday, and so on.

gregori an_days_to_date(Days) -> date()
Types:
Days = integer() >= 0

This function computes the date given the number of gregorian days.
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gregori an_seconds_t o_dat eti me(Seconds) -> datetinme()
Types:
Seconds = integer() >= 0

This function computes the date and time from the given number of gregorian seconds.

i s_|leap_year(Year) -> bool ean()
Types:
Year = year()

This function checksif ayear isaleap year.

i so_week nunber () -> yearweeknuni)

This function returns the tuple {Year, WeekNum} representing the iso week number for the actual date. For
determining the actual date, the function| ocal _ti ne/ 0 isused.

i so_week nunber(Date) -> yearweeknum()
Types:
Date = date()
This function returns the tuple { Y ear, WeekNum} representing the iso week number for the given date.

| ast _day_of the_nonth(Year, Mnth) -> LastDay
Types:

Year = year()

Month = nont h()

Last Day = | dom()

This function computes the number of days in a month.

| ocal _time() -> datetinme()

This function returns the local time reported by the underlying operating system.

| ocal _time_to_universal tinme(DateTimel) -> DateTi ne2
Types:
Dat eTi mel = DateTine2 = datetinmel970()

This function converts from local timeto Universal Coordinated Time (UTC). Dat eTi mel must refer to alocal date
after Jan 1, 1970.

Warning:

This function is deprecated. Usel ocal _tinme_to_uni versal time_dst/ 1 instead, asit gives a more
correct and complete result. Especially for the period that does not exist since it gets skipped during the switch
to daylight saving time, this function still returns a result.
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| ocal _time_to_universal _tinme_dst(DateTi nel) -> [DateTine]
Types:
DateTi mel = DateTine = dateti mel1970()

This function converts from local timeto Universal Coordinated Time (UTC). Dat eTi nel must refer to alocal date
after Jan 1, 1970.

Thereturn valueisalist of 0, 1 or 2 possible UTC times:

[]

For alocal { Dat e1, Ti mel} during the period that is skipped when switching to daylight saving time, there
is no corresponding UTC since the local timeisillegal - it has never happened.

[ Dst Dat eTi neUTC, Dat eTi neUTC]

For alocal { Dat el, Ti mel} during the period that is repeated when switching from daylight saving time,
there are two corresponding UTCs. One for the first instance of the period when daylight saving time is still
active, and one for the second instance.

[ Dat eTi neUTC]
For all other local times there is only one corresponding UTC.

now to | ocal tine(Now) -> datetinel970()
Types:
Now = erl ang: tinmestanp()
This function returns local date and time converted from the return value from er | ang: now() .

now to_universal tinme(Now) -> datetinel970()
now to_dateti me(Now) -> datetinel970()
Types:
Now = erl ang:tinmestanp()
This function returns Universal Coordinated Time (UTC) converted from the return value from er | ang: now() .

seconds_t o_daysti ne(Seconds) -> {Days, Ti ne}
Types:
Seconds = Days = integer()
Time = tinme()
This function transforms a given number of seconds into days, hours, minutes, and seconds. The Ti ne part isaways
non-negative, but Days is negative if the argument Seconds is.

seconds_to_tinme(Seconds) -> tine()
Types:
Seconds = secs_per_day()
secs_per _day() = 0..86400

Thisfunction computes the time from the given number of seconds. Seconds must belessthan the number of seconds
per day (86400).

time_difference(Tl, T2) -> {Days, Tine}
Types:
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Tl = T2 = datetinme()
Days = integer()
Time = time()

This function returns the difference betweentwo { Dat e, Ti ne} tuples. T2 should refer to an epoch later than T1.

Warning:

This function is obsolete. Use the conversion functions for gregorian days and seconds instead.

time_to_seconds(Tinme) -> secs_per_day()
Types:
Time = tinme()
secs_per _day() = 0..86400
This function computes the number of seconds since midnight up to the specified time.

uni versal _time() -> datetinme()

This function returns the Universal Coordinated Time (UTC) reported by the underlying operating system. Local time
isreturned if universal timeis not available.

universal tine_to local _time(DateTinme) -> datetinme()
Types:
Dat eTi me = datetinmel970()

This function converts from Universal Coordinated Time (UTC) to local time. Dat eTi ne must refer to a date after
Jan 1, 1970.

val id_date(Date) -> bool ean()
val i d_dat e(Year, Month, Day) -> bool ean()
Types:

Dat e dat e()

Year = Month = Day = integer()

This function checks if adateisavalid.

Leap Years

The notion that every fourth year is aleap year is not completely true. By the Gregorian rule, ayear Y is aleap year
if either of the following rulesisvalid:

e Y isdivisible by 4, but not by 100; or
* Y isdivisible by 400.
Accordingly, 1996 is aleap year, 1900 is not, but 2000 is.

Date and Time Source

Local time is obtained from the Erlang BIF | ocal ti me/ 0. Universal time is computed from the BIF
uni versal tine/0.
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The following facts apply:

there are 86400 secondsin a day

there are 365 daysin an ordinary year

there are 366 daysin aleap year

there are 1461 daysin a4 year period

there are 36524 daysin a 100 year period

there are 146097 daysin a 400 year period

there are 719528 days between Jan 1, 0 and Jan 1, 1970.
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dets

Erlang module

The module det s provides a term storage on file. The stored terms, in this module called objects, are tuples such
that one element is defined to be the key. A Dets table is a collection of objects with the key at the same position
stored on afile.

Dets is used by the Mnesia application, and is provided as is for users who are interested in an efficient storage of
Erlang termson disk only. Many applicationsjust need to store sometermsin afile. Mnesiaadds transactions, queries,
and distribution. The size of Dets files cannot exceed 2 GB. If larger tables are needed, Mnesid's table fragmentation
can be used.

There are three types of Detstables: set, bag and duplicate bag. A table of type set has at most one object with agiven
key. If an object with akey aready present in the table isinserted, the existing object is overwritten by the new object.
A table of type bag has zero or more different objects with a given key. A table of type duplicate bag has zero or
more possibly matching objects with a given key.

Dets tables must be opened before they can be updated or read, and when finished they must be properly closed. If a
table has not been properly closed, Detswill automatically repair the table. This can take a substantial timeif the table
islarge. A Detstableisclosed when the process which opened the table terminates. If several Erlang processes (users)
open the same Dets table, they will share the table. The table is properly closed when all users have either terminated
or closed the table. Dets tables are not properly closed if the Erlang runtime system is terminated abnormally.

Note:

A ~C command abnormally terminates an Erlang runtime system in a Unix environment with a break-handler.

Since all operations performed by Dets are disk operations, it is important to realize that a single look-up operation
involves a series of disk seek and read operations. For this reason, the Dets functions are much slower than the
corresponding Ets functions, although Dets exports a similar interface.

Dets organizes dataas alinear hash list and the hash list grows gracefully as more dataisinserted into the table. Space
management on the file is performed by what is called a buddy system. The current implementation keeps the entire
buddy system in RAM, which implies that if the table gets heavily fragmented, quite some memory can be used up.
The only way to defragment atable isto closeit and then open it again with ther epai r optionsettof or ce.

Itisworth noting that the ordered_set type present in Etsis not yet implemented by Dets, neither isthe limited support
for concurrent updates which makes asequence of f i r st and next calls safeto use on fixed Etstables. Both these
features will be implemented by Detsin afuture release of Erlang/OTP. Until then, the Mnesia application (or some
user implemented method for locking) has to be used to implement safe concurrency. Currently, no library of Erlang/
OTP has support for ordered disk based term storage.

Two versions of the format used for storing objects on file are supported by Dets. The first version, 8, is the format
always used for tables created by OTP R7 and earlier. The second version, 9, is the default version of tables created
by OTP R8 (and later OTP releases). OTP R8 can create version 8 tables, and convert version 8 tables to version 9,
and vice versa, upon request.

All Detsfunctionsreturn{ er r or, Reason} ifanerroroccurs(fi r st/ 1 andnext / 2 areexceptions, they exit the
process with the error tuple). If given badly formed arguments, all functions exit the processwith abadar g message.
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Data Types
access() =read | read_ wite
auto_save() = infinity | integer() >=0

bi ndi ngs_cont ()

Opaque continuation used by nat ch/ 1 and nat ch/ 3.

cont ()

Opaque continuation used by bchunk/ 2.

keypos() = integer() >=1

mat ch_spec() = ets: match_spec()

Match specifications, see the match specification documentation in the ERTS User's Guide and ms_transform(3).
no_slots() = integer() >= 0 | default

object() = tuple()

obj ect _cont ()

Opaque continuation used by nmat ch_obj ect/ 1 and mat ch_obj ect/ 3.
pattern() = aton() | tuple()

See ets:match/2 for adescription of patterns.

sel ect _cont ()

Opaque continuation used by sel ect/ 1 and sel ect/ 3.

tab_nane() = term))
type() = bag | duplicate_bag | set
version() =8| 9| default

Exports

all () -> [tab_nane()]
Returns alist of the names of all open tables on this node.

bchunk(Nanme, Continuation) ->
{Conti nuation2, Data} |
"$end_of table' |
{error, Reason}

Types.
Nanme = tab_nane()
Continuation = start | cont()
Conti nuation2 = cont()
Data = binary() | tuple()
Reason = term)
Returns a list of objects stored in atable. The exact representation of the returned objects is not public. The lists of

data can be used for initializing a table by giving the value bchunk to thef or mat option of thei nit _t abl e/ 3
function. The Mnesia application uses this function for copying open tables.

Unlessthetableisprotected using saf e_f i xt abl e/ 2, callstobchunk/ 2 may not work as expected if concurrent
updates are made to the table.
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Thefirst timebchunk/ 2 iscalled, aninitial continuation, the atom st ar t , must be provided.

The bchunk/ 2 function returns a tuple { Conti nuati on2, Data}, where Data is a list of objects.
Cont i nuat i on2 isanother continuation which isto be passed on to a subsequent call to bchunk/ 2. With aseries
of callsto bchunk/ 2 it is possible to extract al objects of the table.

bchunk/ 2 returns' $end_of _t abl e' when all objects have been returned, or { error, Reason} if an error
occurs.

cl ose(Nane) -> ok | {error, Reason}
Types:
Name = tab_nane()
Reason = term()
Closes atable. Only processes that have opened atable are allowed to close it.

All open tables must be closed before the system is stopped. If an attempt is made to open atable which has not been
properly closed, Dets automatically triesto repair the table.

del et e(Nane, Key) -> ok | {error, Reason}
Types.

Name = tab_nane()

Key = Reason = term))

Deletes all objects with the key Key from the table Nane.

del ete_all _objects(Nane) -> ok | {error, Reason}
Types.

Name = tab_nane()

Reason = term()

Deletes all objectsfrom atablein almost constant time. However, if thetableif fixed, del et e_al | _obj ect s(T)
isequivalenttomat ch_del ete(T, ' _').

del et e_obj ect (Name, Object) -> ok | {error, Reason}
Types:

Name = tab_nane()

hj ect = object()

Reason = term()

Deletes all instances of a given object from atable. If atableis of type bag or dupl i cat e_bag, thedel et e/ 2
function cannot be used to delete only some of the objects with a given key. This function makes this possible.

first(Nanme) -> Key | '$end_of _table'

Types:
Name = tab_nane()
Key = term)

Returns the first key stored in the table Name according to the table's internal order, or ' $end_of _t abl e' if the
tableis empty.
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Unless the table is protected using saf e_f i xt abl e/ 2, subsequent callsto next / 2 may not work as expected if
concurrent updates are made to the table.

Should an error occur, the process is exited with an error tuple{ error, Reason}. The reason for not returning
the error tuple is that it cannot be distinguished from akey.

There aretwo reasonswhy f i r st / 1 and next / 2 should not be used: they are not very efficient, and they prevent
theuseof thekey ' $end_of _t abl e' sincethisatom isused to indicatethe end of thetable. If possible, themat ch,
mat ch_obj ect ,and sel ect functions should be used for traversing tables.

fol dl (Function, AccO, Nane) -> Acc | {error, Reason}
fol dr (Function, AccO, Nane) -> Acc | {error, Reason}

Types:
Name = tab_nane()
Function = fun((Object :: object(), Accln) -> AccCut)

AccO = Acc = Accln = AccQut = Reason = term()

Calls Funct i on on successive elements of the table Nane together with an extra argument Accl n. The order in
which the elements of the table are traversed is unspecified. Funct i on must return a new accumulator which is
passed to the next call. AccO isreturned if the tableis empty.

fromets(Nane, EtsTab) -> ok | {error, Reason}
Types:
Name = tab_nane()
Et sTab = ets:tab()
Reason = term()
Deletes all objects of the table Name and then inserts all the objects of the Ets table Et sTab. The order in which

the objects are inserted is not specified. Since et s: saf e_f i xt abl e/ 2 is called the Ets table must be public or
owned by the calling process.

i nfo(Nane) -> InfoList | undefined
Types:
Name = tab_nane()
I nfoList = [InfoTupl e]
I nf oTupl e {file_size, integer() >= 0}
{filenanme, file:name()}

|

| {keypos, keypos()}

| {size, integer() >= 0}
|

{type, type()}
Returns information about the table Nane asalist of tuples:
« {file_size, integer() >= 0},thesizeof thefilein bytes.
« {filenane, file:name()},thename of thefile where objects are stored.
e {keypos, keypos()} ,thepositionof thekey.
e {size, integer() >= 0},thenumber of objects stored in the table.
« {type, type()},thetypeof thetable.
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info(Nane, Item) -> Value | undefined
Types:

Name = tab_nane()

Item = access
| auto_save

| bchunk_f or mat
| hash

| file_size

| filename

| keypos

| menory

| no_keys

| no_objects

| no_slots

| owner

| ramfile

| safe fixed

| size

| type

| version
Value = term))

Returnstheinformation associated with | t emfor thetable Nane. In additiontothe{ 1t em Val ue} pairsdefined
fori nf o/ 1, the following items are allowed:

{access, access()} ,theaccessmode.
{auto_save, auto_save()},theautosaveinterval.
{bchunk_format, binary()}, an opague binary describing the format of the objects returned by

bchunk/ 2. The binary can be used as argument toi s_conpati bl e_chunk_f or mat/ 2. Only available
for version 9 tables.

{ hash, Hash} . Describeswhich BIF is used to calculate the hash values of the objects stored in the Dets table.
Possible values of Hash arehash, whichimpliesthat theer | ang: hash/ 2 BIFisused, phash, whichimplies
thattheer | ang: phash/ 2 BIFisused, andphash2, whichimpliesthat theer | ang: phash2/ 1 BIFisused.
{menory, integer() >= 0}, thesize of thefilein bytes. The same value is associated with the item
file_size.

{no_keys, integer >= 0()},thenumber of different keys stored in the table. Only available for version
9tables.

{no_objects, integer >= 0()},thenumber of objects stored in thetable.

{no_slots, {Min, Used, Max}},thenumber of dotsof thetable. M n isthe minimum number of dots,
Used isthe number of currently used slots, and Max isthe maximum number of slots. Only available for version
9 tables.

{owner, pid()},thepid of the processthat handles requests to the Dets table.

{ram file, boolean()},whetherthetableiskeptin RAM.

{safe_fixed, SafeFixed}. If the table is fixed, SafeFixed is a tuple {Fi xedAtTi ne,

[{Pid, Ref Count}]}. Fi xedAt Ti e is the time when the table was first fixed, and Pi d is the pid of the
process that fixes the table Ref Count times. There may be any number of processesin the list. If the table is
not fixed, SafeFixed istheatom f al se.

{version, integer(),theversionof theformat of thetable.
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init_table(Nane, InitFun) -> ok | {error, Reason}
init_table(Name, InitFun, Options) -> ok | {error, Reason}
Types:
Name = tab_nane()
InitFun = fun((Arg) -> Res)
Arg = read | close
Res = end_of i nput
| {[object()], InitFun}
| {Data, InitFun}
| term()
Options = Option | [Option]
Option = {mn_no_slots, no_slots()} | {format, term| bchunk}
Reason = term()
Data = binary() | tuple()
Replacesthe existing objects of thetable Nane with objects created by calling theinput function | ni t Fun, seebelow.

Thereason for using thisfunction rather than callingi nser t / 2 isthat of efficiency. It should be noted that the input
functions are called by the process that handles requests to the Dets table, not 